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ABSTRACT

The integrity and efficiency of modern energy grids are increasingly reliant on the
ability to detect anomalies within energy consumption data accurately. However, a
significant challenge persists: the inherent class imbalance. Normal consumption
patterns vastly outnumber rare, yet critical, anomalies, leading to a detrimental bias in
conventional anomaly detection models. These models often prioritize the majority
class, yielding poor detection rates for the vital anomalies that signal potential system
failures or inefficiencies. The primary objective of this research was to develop and
evaluate a deep ensemble model for anomaly detection in imbalanced energy
consumption data. The specific objectives were formulated in this study as follows:
Investigate existing models used to handle class imbalance in anomaly detection for
energy consumption, with the aim of identifying effective techniques that can inform
model selection for empirical analysis; conduct an empirical analysis of class
imbalance handling models in the domain of anomaly detection for energy
consumption; develop a deep ensemble learning model that integrate cost sensitive
learning, a class imbalance handling technique, for anomaly detection for energy
consumption data and evaluate the performance of the newly developed deep
ensemble model in addressing class imbalance challenge in the domain of anomaly
detection for energy consumption. A heterogeneous deep ensemble architecture was
meticulously crafted to overcome the existing approaches limitations. This
architecture strategically integrates the strengths of Bidirectional Long Short-Term
Memory (BIiLSTM) networks, capable of capturing temporal dependencies, and
Convolutional Neural Networks (CNNSs), proficient in feature extraction. This
ensemble was further fortified by the integration of Cost-sensitive Learning, an
advanced class imbalance handling technique that ensured a more balanced
representation of anomaly patterns. Rigorous hyperparameter tuning, employing
Bayesian optimization, was undertaken to optimize the performance of the constituent
models and the overall ensemble. This study adopted a pragmatist philosophical
stance, emphasizing practical outcomes and the real-world effectiveness of deep
ensemble models. A comprehensive suite of performance metrics, encompassing
accuracy, recall, precision, AUC-ROC, and F1-score, was employed to rigorously
evaluate the model's efficacy. Statistical analysis, including paired t-tests and ANOVA
with Tukey's HSD post-hoc tests, was conducted to validate the statistical significance
of the results. To further enhance the understanding and trust in the model, SHAP and
LIME-based explainability techniques were used to increase model transparency and
interpretability. Specifically, the deep ensemble model attained an impressive
accuracy of 97.5%, a precision of 97%, a recall of 99%, an F1-score of 98%, and an
AUC-ROC score of 99%. The empirical results indicate that the deep ensemble model
achieved consistently higher performance metrics compared to baseline methods
(BILSTM and CNN) as well as relevant cutting-edge ensemble models for anomaly
detection in energy consumption data advanced by Huang et al. and Gao et al.,
suggesting enhanced efficacy in anomaly detection in imbalanced datasets. The
statistical analysis further confirmed the significance of these improvements, with p-
values consistently below 0.05 when comparing the proposed ensemble model to
baseline models and other cutting-edge models. This research contributes to a novel
heterogeneous deep ensemble learning architecture, demonstrates the efficacy of cost-
sensitive learning in class imbalance handling and establishes new performance
benchmarks for anomaly detection in energy systems.
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CHAPTER ONE
INTRODUCTION

1.1 Background of the Study

The landscape of energy consumption has undergone significant transformations
recently with the integration of smart technologies such as smart meters and advanced
metering infrastructure (AMI), resulting in more complex and interconnected
systems[1]. Smart technologies are transforming how we monitor and control energy
consumption. These technologies use sensors, data analytics, artificial intelligence
(Al), and the Internet of Things (loT) to deliver real-time insights and automated
control over energy consumption. Smart meters serve as foundational components of

modern energy systems, enabling real-time tracking of electricity consumption.

Monitoring and managing energy consumption are critical aspects of ensuring the
efficiency, sustainability, and reliability of modern energy infrastructures[1],[2].
Anomaly detection in energy consumption datasets is pivotal in identifying
irregularities, potential faults, or abnormal patterns that may indicate inefficiencies or
security threats. However, the accurate detection of anomalies faces substantial
challenges, mainly in the form of class imbalance within these datasets [2].Energy
consumption datasets inherently exhibit class imbalance, where instances of normal
energy consumption significantly outweigh instances of anomalous behaviour [3].
Class imbalance poses a significant challenge in energy consumption monitoring,
particularly in anomaly detection systems for smart grids, because instances of
"normal” energy usage overwhelmingly outnumber "anomalous” events like

equipment faults, theft, or cyberattacks.

Machine learning models, when trained on such imbalanced datasets, tend to be
heavily biased towards the majority class (normal behaviour), leading to a high rate of
false negatives where critical anomalies are missed [4]. This occurs because traditional
algorithms often optimize for overall accuracy, which can be misleading when the
minority class (anomalies) is the one of paramount interest; a model might achieve
99% accuracy simply by classifying everything as "normal,"” thereby failing to detect
the rare, yet crucial, deviations. Neural networks and classical classifiers typically
assume balanced class distributions, leading them to “learn” features of the

overrepresented class while underfitting or ignoring the minority class entirely. Recent
1



studies highlight that traditional resampling techniques (e.g., SMOTE) may introduce
noise, while cost-sensitive learning and generative adversarial networks (GANS) show
promise in improving detection rates[5]. Addressing imbalance is essential for reliable
energy analytics, as undetected anomalies can escalate operational costs and grid

instability.

Class imbalance can mislead model performance evaluation, especially when using
accuracy as the primary metric. Imbalanced datasets often result in models leaning
towards the majority class, yielding suboptimal performance for the minority class.
Class imbalance can negatively affect a model’s generalization ability. The traditional
approaches to anomaly detection often struggle to adequately address this imbalance,
leading to suboptimal performance in identifying and classifying anomalies. As a
consequence, there is a critical need for advanced models that can effectively handle
class imbalance, heighten the precision, recall, and overall accuracy of anomaly
detection models [3]. Multiple approaches have been employed to tackle the class
imbalance problem and improve model performance[6]. Addressing class imbalance

in classification tasks can be achieved through various methodological approaches.

One prominent category involves data-level methods, which focus on manipulating
the composition of the training dataset to mitigate the skewed class distribution. For
example, oversampling the minority class endeavours to equalise class representation
by increasing the cardinality of the under-represented class. This can be accomplished
through techniques such as simple duplication of existing minority class instances or
more sophisticated methods like the Synthetic Minority Over-sampling Technique
(SMOTE). SMOTE achieves its effect by generating synthetic minority class samples
through a blend of pairs of current minority class instances in the feature space.
Undersampling the majority class lower the number of cases of the majority class by
randomly removing instances. The balance of classes is achieved in hybrid methods
through the integration of oversampling and undersampling, such as SMOTE
combined with Tomek links or Edited Nearest Neighbors (ENN).

Secondly, algorithm-level techniques deal with class imbalance by modifying the
learning algorithm to mitigate a tendency for the model to favour the majority class.
The cost-sensitive learning assigns differential misclassification penalties, with higher

costs typically associated with errors on the minority class [7]. This approach can be
2



implemented by adapting algorithms including cost-sensitive decision trees or support
vector machines (SVMs). Alternatively, class weighting techniques directly influence
the learning process by giving greater importance to the minority class. For instance,
in neural networks, class weights can be incorporated into the loss function to

emphasize the contribution of minority class samples during training.

Thirdly, ensemble methods can be particularly effective for imbalanced datasets [8].
Ensemble learning techniques such as Boosting (e.g., Gradient Boosting) and Bagging
(e.g., Random Forests) can be adapted to address class imbalance. For example,
Balanced Random Forests balance the classes in each bootstrap sample. Balanced
Random Forest (BRF) mitigates class imbalance by training each constituent tree on

a balanced bootstrap sample. Figure 1.1 shows the popular class imbalance handling

techniques
Class Imbalance Handling Techniques
Data level Algorithmic
approaches approaches
Resampling Cost sensitive
techniques learning
Ensemble

Figure 1.1: Class Imbalance Handling Techniques

Lastly, deep learning methods special techniques may be used to handle imbalanced

data. Autoencoders for anomaly detection train autoencoders on the majority class

(normal data) and use reconstruction error to detect anomalies (minority class) [9].
3



Generative Adversarial Networks (GANSs) use GANSs to synthesize synthetic minority

class samples to balance the dataset [10].

Deep ensemble modelling has significantly enhanced anomaly detection and accuracy
in various ways. Firstly, improved robustness and reliability by combining predictions
from multiple models, deep ensembles mitigate the potential pitfalls of relying on one
model that might be prone to specific errors or biases. This has led to more robust and
reliable anomaly detection. If one model fails to identify an anomaly, others in the
ensemble might still catch it, thus reducing false negatives and false positives.
Secondly, uncertainty estimation deep ensembles provide an estimate of uncertainty
in their predictions. This is predominantly useful in anomaly detection where
understanding the confidence of the model’s output can facilitate the distinction
between normal and anomalous behaviour more accurately. Anomalies often lie in
regions of high uncertainty, and ensemble models can capture this uncertainty better

than single models.

Thirdly, enhanced accuracy ensembles often outperform individual models by
leveraging the strengths of different models and averaging out their limitations. This
generally leads to higher overall accuracy in anomaly detection. Fourthly, by fusing
predictions from multiple models, deep ensembles tend to generalize better to new,
out-of-sample data. This is crucial for anomaly detection, as anomalies are rare and
diverse by nature. Ensembles reduce overfitting to training data and improve
performance on varied datasets. Lastly, using different architectures, training
procedures, or random initializations within an ensemble can increase model diversity.
This diversity ensures that the ensemble covers a broader range of potential anomalies,
improving detection capabilities. These benefits make deep ensembles a powerful tool

in various domains requiring reliable anomaly detection.

Traditional solutions to class imbalance include resampling techniques such as
oversampling (e.g., SMOTE) or undersampling [11]. While effective in some cases,
these methods introduce their own limitations. Oversampling can lead to overfitting
due to duplication or artificial data generation, while undersampling may result in loss
of valuable information from the majority class. Moreover, these approaches
manipulate the data distribution, which may not be desirable in time-series contexts

where temporal dependencies are critical.
4



Cost-sensitive learning provides a principled alternative by modifying the learning
process rather than the data. This technique assigns higher misclassification costs to
the minority class, effectively guiding the model to pay more attention to the detection
of anomalies during training[7]. By embedding the imbalance directly into the loss
function, cost-sensitive methods allow for more robust learning without altering the
original data distribution. This is especially valuable in energy systems, where
preserving temporal structure and sequence integrity is crucial for model performance.
Cost-sensitive learning requires providing different weights or costs to classes during

the training process, with a focus on penalizing minority class misclassifications [12].

The adaptive cost-sensitive learning (ACL) method, which is effective with high
imbalance ratios, dynamically adjusts the sample cost throughout the training process.
The model is trained with weighted losses in a way that balances each class's
contribution to model parameter updates, preventing the majority classes from
dominating in imbalanced data during training. Sample costs are calculated by taking
into account the sample number distribution, class convergence trend, and sample
convergence trend [12]. This method is especially beneficial in applications like
medical diagnosis and fraud detection, where precisely identifying under-represented
groups is crucial [5]. Cost-sensitive learning was preferred in this study because it
assigns differential misclassification penalties, with higher costs typically associated
with errors on the minority class [7]. Cost-sensitive learning encourages the model to

pay greater attention to correctly identifying instances from the minority class.

Machine learning algorithms such as Support Vector Machines (SVM), K-Nearest
Neighbours (KNN), Random Forests, and Isolation Forests have been commonly used
for anomaly detection in energy consumption data, particularly to address class
imbalance. Standard machine learning algorithms, which often attempt to maximize
overall accuracy, frequently fail to adequately learn the characteristics of the minority
class due to underrepresentation [1]. This leads to models that are biased towards the
majority class, resulting in a high number of false negatives for the minority class a

critical issue when the penalty of missing an actual anomaly is high.

While various machine learning algorithms and techniques have been developed to
tackle class imbalance, each comes with its own set of deficiencies, ranging from the

risk of overfitting and information loss in sampling methods to the complexity and
5



tuning challenges of algorithm-level modifications and ensemble approaches[13],[5].
SVM struggles with scalability and kernel tuning in large datasets; KNN is sensitive
to distance metrics and performs poorly in sparse regions; Random Forests may still
favour majority classes; and Isolation Forest lacks temporal sensitivity. These
deficiencies highlight the need for more advanced solutions, such as cost-sensitive

deep learning models, that can better handle class imbalance in time series energy data.

1.2 Problem Statement

Anomalies in energy consumption refer to unusual or unexpected patterns and
observations in the consumption of energy resources, deviating significantly from the
usual normal [14]. Accurate detection of these anomalies is essential for energy
conservation, cost reduction, and the identification of potential inefficiencies in
energy systems [14]. There are multiple reasons for anomalies in energy consumption,
including equipment failure, change of weather, energy theft and data collection errors
from the sensor data streams [15]. Numerous machine learning and deep learning
algorithms have been adapted to detect outliers in energy use. The “Anomaly
Detection method of Smart Meters data based on GMM- LDA clustering feature
Learning and PSO Support Vector Machine” is one of such machine learning models

based on Support Vector Machines [16].

It uses binary classification to represent one class of normal data and another class of
abnormal data, as well as the outliers [16]. However, Support Vector Machines
struggle when trained on class imbalanced datasets, potentially fostering a bias that
prefers the majority class and, as a result, decreasing anomaly detection accuracy [17],
[18]. Energy consumption data often exhibits class imbalance, where normal data
points significantly outnumber anomalies [19]. Besides this, tuning for the C
regularization parameter and the choice of features in the Support Vector Machines is
also challenging [19]. C-Regularisation parameter is used to control the strength of
regularization to prevent overfitting. This is accomplished by incorporating a
regularization cost in the cost function. Depending on the choice of these parameters
and features, Support Vector Machines produce false positives or miss certain
anomalies, impacting the overall accuracy of the energy consumption detection

process [19]



K-Means is another common machine learning algorithm used to identify deviations
in energy consumption [20]. It groups similar data points together, wherein the set of
observations with anomalies is put in sparsely populated clusters [20]. The “Power
consumption predicting and anomaly detection based on transformer and K-means”
presents a model for detecting energy consumption anomalies using K-means.
However, k-means struggle with class-imbalanced datasets where selecting the
appropriate number of clusters, k, can be cumbersome, and a poor choice of the k-
value leads to overestimation or underestimation of the clusters. Both have an impact

on the level of accuracy in the detection of these anomalies [21].

Mao et al. [22] proposed the isolation forest to address the class imbalance problem.
The isolation forest is a progressive ensemble method that isolates anomalies by
building random decision trees and identifying data points with shorter average
path lengths in the trees [22]. The “Anomaly detection for power consumption data
based on isolated forest™ is an example of an isolation forest-based model for detecting
energy usage anomalies. However, tuning isolation forests' hyperparameters,
including the number of trees and the sub-sampling size, can be challenging, and
selecting the wrong hyperparameters makes it difficult to handle class-imbalanced
datasets [23]. This subsequently affects the level of accuracy in anomaly detection in

energy consumption.

Deep learning algorithms have also been employed to tackle class imbalance in
anomaly detection for energy consumption. [24]. Autoencoders are one such algorithm
that identifies anomalies through the use of the reconstruction error [25]. The
“Detection of appliance-level abnormal energy consumption in buildings using
autoencoders and micro-moments” is an example of an autoencoder-based model [25].
Choosing the right features as well as handling class-imbalanced datasets are the two
main challenges with the autoencoder. Choosing the right features to include in the
autoencoder model is essential because using irrelevant or redundant features often
leads to suboptimal and inaccurate results [25]. A class imbalance problem in the
autoencoders causes a bias towards the majority class and potentially missing rare

anomalies, subsequently affecting the level of accuracy in anomaly detection.

Based on this, it is concluded that the lack of effective training strategies for mitigating

class imbalance is one of the biggest challenges with existing models; class imbalance
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leads to false positives and false negatives errors, which subsequently lead to

decreased accuracies in the detection of anomalies.

1.3

Objectives

1.3.1 General Objective

This research aimed to develop and evaluate a deep ensemble model for anomaly

detection in imbalanced energy consumption data.

1.3.2 Specific Objectives

The specific objectives of the research are:

1.4

To investigate existing models used to handle class imbalance in anomaly
detection for energy consumption, with the aim of identifying effective
techniques that can inform model selection for empirical analysis.

To conduct an empirical analysis of class imbalance handling models in the
domain of anomaly detection for energy consumption.

To develop a deep ensemble model that integrates cost-sensitive learning, a
class imbalance handling technique, for anomaly detection for energy
consumption data.

To evaluate the performance of the newly developed deep learning ensemble
model in addressing the class imbalance challenge in the domain of anomaly

detection for energy consumption.

Research Questions
Which models are used to address the class imbalance challenge in the domain
of anomaly detection for energy consumption?
How do the existing class imbalance handling models in the domain of
anomaly detection for energy consumption compare in their performance?
How can a deep ensemble model that integrates cost-sensitive learning
technique for anomaly detection for energy consumption data be developed
based on the insights from the theoretical and empirical analysis?
How can the performance of the newly developed deep learning ensemble
model be evaluated in the domain of anomaly detection for energy

consumption?



1.5 Research Hypothesis
A research hypothesis is a proposed explanation for an existing phenomenon [26]. In

this research, the null hypothesis was formulated as follows:

Ho: “There is no statistically significant difference in F1-score, accuracy, precision,
recall, or AUC-ROC between a deep ensemble model without cost-sensitive learning
and other deep learning-based anomaly detection models on imbalanced energy

consumption data”.

1.6 Significance of the Study

This study developed a novel model to deal with class imbalance in energy
consumption anomaly detection, demonstrating applicability beyond academic
contexts. At its core, the research holds the promise of transformative impacts on the
resilience, efficiency, and security of contemporary energy systems. In the dynamic
landscape of smart technologies and data-driven decision-making, the proposed model

serves as a beacon, guiding the way to more accurate and reliable anomaly detection.

The prevalence of class imbalance within energy consumption datasets is a ubiquitous
hurdle that conventional anomaly detection models struggle to surmount. By
pioneering a specialized model tailored to the intricacies of the energy domain, this
research intended to deliver a robust solution to address current limitations, with the
potential to significantly advance anomaly detection in the energy sector, where

anomalies can indicate inefficiencies, faults, or security threats.

The proposed model, equipped with the capacity to navigate class imbalance
challenges, has the potency to act as an early-warning system, detecting irregularities
that may have a considerable impact if left unaddressed. This not only fortifies the
reliability of energy systems but also contributes to the overarching desired outcomes
of sustainability and efficiency. Moreover, the impact of this research resonates in its
practical applications. As energy systems become increasingly complex and
interconnected, the need for precise anomaly detection mechanisms becomes non-
negotiable. The proposed model, once validated and implemented, could find
application in smart grids, energy management systems, and cybersecurity protocols.

Its pragmatic importance rests on its ability to enhance the decision-making processes



that govern the utilization of energy resources, ultimately contributing to the
sustainable and efficient operation of energy infrastructures. On a broader scale, the
significance of this research reverberates through the academic community, industry
stakeholders, and policymakers alike. By advancing the frontier of anomaly
identification in energy consumption datasets, this research has the potential to
influence best practices, shape industry standards, and inform policy decisions. The
study aligns with the global imperative to change towards smarter, more resilient
energy systems that can meet the energy demands of the future. In summation, the
impact of this research is its potential to usher in a paradigm shift in how anomalies
are detected and addressed in energy consumption datasets. By navigating the
complexities of class imbalance and offering a model attuned to the notable challenges
of the energy domain, this research is evidence of the transformative power of
advanced machine learning techniques. It is not merely an academic pursuit but a
forward-looking endeavour with substantial ramifications for the reliability,

efficiency, and security of our energy systems.

1.7 Scope of the Study

This research developed and evaluated a deep ensemble learning method for anomaly
detection in imbalanced energy consumption data. The methodology incorporated
cost-sensitive learning, to CNNSs, and BILSTM to mitigate class imbalance. The study
focused specifically on deep learning approaches to enable in-depth analysis. Using a
real-world energy consumption dataset provided by the State Grid Corporation of
China (SGCC), the performance of the ensemble model was evaluated, where
anomalous consumption was labeled as '1' and normal consumption as '0". The study

used accuracy, precision, recall, F1-score and AUC-ROC as evaluation metrics.

1.8 Limitations of the Study
Although the outcomes show that the ensemble model is highly effective, some

limitations are noted:

I. Dataset Dependency: The model's performance was evaluated on a specific
dataset (SGCC). The data was collected at one time, so it might not reflect
future conditions.

ii. Class Imbalance Handling: Although the cost-sensitive technique effectively

addressed the class imbalance in this study, exploring other advanced
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techniques such as oversampling with SMOTE [27], under-sampling, or
generative adversarial networks (GANSs) [28] for handling imbalanced data
could potentially further improve model performance.

Computational Cost: Training deep learning models, especially complex
ensemble models, can be computationally expensive. Exploring strategies like
model compression and efficient training algorithms is critical for deploying
these models in real-world applications.

Explainability:  Although the model achieved high performance,
understanding the reasons behind its predictions can be difficult. Exploring
techniques to enhance the model's explainability, such as attention mechanisms
or feature importance analysis, is essential for building trust and helping users

understand the results.

1.9 Contributions of the Thesis

This research has made several significant contributions across theoretical, practical,

and policy domains:

Contribution to Theory

Novel Deep Ensemble Model: Developing a deep ensemble model integrating
BiLSTM and CNN models within a heterogeneous framework constitutes a
significant contribution to the anomaly detection field. This model validates
the effectiveness of combining diverse deep learning models to boost
performance and robustness.

Class Imbalance Handling in Deep Learning Ensembles: The success in
integration of cost-sensitive learning within the deep ensemble framework
provides valuable insights into effective strategies for addressing class
imbalance in deep learning models, particularly in the anomaly detection

context.

Contribution to Practice

Empirical Analysis of Class Imbalance Handling Techniques: The
empirical analysis of class imbalance handling techniques, including

oversampling, undersampling, and cost-sensitive learning, offers valuable
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insights into their efficacy for energy consumption anomaly detection. These
findings underwrite a deeper understanding of the opportunities and challenges
associated with dealing with class imbalance in this domain.

ii. Enhanced Anomaly Detection Capabilities: The developed deep ensemble
model establishes improved accuracy of 97.5%, a precision of 97%, a recall of
99%, an F1-score of 98%, and an AUC-ROC score of 99% in comparison with
individual base models and modest performance in comparison with the
current best models from the literature. This improved performance has direct,
tangible implications for improving the effectiveness of anomaly detection
systems in real-world energy management applications.

ii. Improved Grid Stability and Reliability: Accurate and timely anomaly
detection is central to maintaining grid stability and reliability. The developed
model contributes to the early identification and mitigation of critical events
such as equipment failures, sudden load changes, and cyberattacks, leading to
a more robust and resilient energy grid.

iv.  Enhanced Energy Efficiency: By accurately identifying and addressing
inefficiencies and equipment malfunctions, the model contributes to significant
energy savings, reducing operational costs and minimizing environmental

impact.

1.10 Organization of the Thesis

Chapter One presents a brief introduction to the background of the study, problem
statement, general and specific objectives, research questions, research hypothesis,
significance of the study, research contributions and thesis outline.

Chapter Two presents a literature review of the existing models that deal with class
imbalance challenges in the realm of anomaly detection for energy consumption. A
theoretical framework was discussed, followed by conceptual literature on anomaly
detection, deep learning architectures, explainability and interpretability methods,
ensemble learning approaches, class imbalance handling techniques, empirical
literature, performance metrics for evaluating models, ethical considerations, literature
review gaps and conceptual framework. The identification of gaps from the literature

review and the key findings culminates this chapter.

Chapter Three presents the methodology of this work. The culmination of this analysis
12



was a conceptual model that subsequently guided the empirical research design. The
experimental results formed the basis for the formulation of the deep ensemble model.
This development was guided by a design science research design. In the end, the
approach for evaluating the efficacy of the newly developed model was evaluated
against the existing ones using the same dataset comprising many variables and the

measures used to determine model success.

Chapter Four presents the analysis of existing anomaly detection models for energy
consumption data. This chapter focuses on the challenges posed by class imbalance

and explores existing solutions.

Chapter Five presents the results of the empirical analysis and performance of various
deep learning models for anomaly detection in energy consumption data, specifically

focusing on the impact of class imbalance handling techniques.

Chapter Six details the development of the proposed deep ensemble learning model,
including the selection of base models (BiLSTM and CNN), the integration of class
imbalance handling technique, cost-sensitive learning, and the design of the ensemble

architecture.

Chapter Seven reports the findings of the model evaluation, comparing the
performance of the proposed ensemble model with individual base models and current
best models from the literature, including those proposed by Huang et al. and Gao et

al.

Chapter Eight summarizes the key findings of the research, discusses the meaning of
the findings within the field of anomaly detection in energy consumption data, and

puts forward recommendations for future inquiry.
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CHAPTER TWO

LITERATURE REVIEW

2.1 Introduction

The increasing use of smart technology in energy consumption systems has
transformed the way electricity is monitored and managed [29]. The growing
prevalence of smart grids and advanced metering infrastructure generates substantial
data, offering opportunities for enhanced anomaly detection in energy
consumption[30]. However, a substantial challenge arises from the inherent class
imbalance in anomaly data, where normal instances immensely outnumber abnormal
ones[31]. The class imbalance issue poses a substantial hurdle in the development of
effective anomaly detection models [31]. When faced with imbalanced datasets,
traditional machine learning algorithms often exhibit a preference for the majority
class, resulting in inferior performance in detecting uncommon anomalies that are
crucial for energy system stability and efficiency [29]. In recent years, addressing class
imbalance has become a focal point of research, with a collection of models and
techniques proposed to improve the robustness of anomaly identification in energy

usage data.

This review critically synthesizes the literature on models designed for class imbalance
in energy anomaly detection. It elucidates the strengths, limitations, and potential
advancements of current approaches applied to imbalanced energy consumption

datasets.

This review examined various models designed to tackle class imbalance in energy
consumption anomaly detection, evaluating their algorithmic adaptability, scalability,
and deployment potential. It further analysed how transfer learning, ensemble
methods, and novel loss functions have been employed to enhance anomaly detection

accuracy in the presence of class imbalance.

2.2 Theoretical Review
This section examines and synthesises key theories, models, and conceptual

frameworks relevant to this study.
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2.2.1 Computational Theory

Computational theory has evolved into a vital domain in machine learning and data
analytics, particularly in the context of energy consumption analysis. Recent
advancements have underscored the complexity of identifying irregular patterns in
large-scale energy datasets, where traditional detection methods often weaken as a
result of inherent data imbalances [32], [33]. The fundamental premise of
computational anomaly detection lies in developing sophisticated algorithms capable
of distinguishing between normal patterns and statistically significant deviations that
may indicate potential failures, systemic inefficiencies, or extraordinary consumption

events.

In domains characterized by highly skewed datasets, ensemble learning techniques
have gained substantial traction in addressing the challenges of anomaly detection.
Ahmed, et al.[34] demonstrated that deep ensemble models can substantially improve
detection accuracy by leveraging multiple learning paradigms, effectively mitigating
the limitations of individual algorithmic approaches. The researchers proposed the
Deep Ensemble Learning Model (DELM), an effective anomaly detection system for
malicious network traffic attacks. Their research underscores the potential of
combining diverse neural network architectures to enhance anomaly identification
capabilities, particularly in network intrusions scenarios where traditional statistical
methods prove inadequate. To mitigate the challenge of limited data for minority
classes, a Conditional Generative Network was integrated to enhance DELM's data
generation capabilities. Model accuracy was further improved through preprocessing
steps like data augmentation and batch normalization. For effective feature extraction,

they employed n-gram, feature aggregation, and one-hot encoding techniques.

The theoretical foundations of anomaly detection are increasingly anchored in
advanced deep learning methodologies, with particular emphasis on generative and
discriminative models. A data generative model (DGM) employing a Conditional
Generative Adversarial Network (CGAN) was proposed [35] to augment minority
classes within the Intrusion Detection System (IDS) dataset, thereby addressing
inherent challenges associated with imbalanced datasets. Their work highlights the
importance of sophisticated representation learning for distinguishing rare anomalies
within a dataset dominated by normal instances. These computational techniques

15



provide more adaptive and context-aware anomaly detection compared to traditional

statistical methods.

A critical evaluation of current computational theories reveals significant limitations
in existing anomaly detection frameworks. While deep learning models demonstrate
remarkable performance, they often struggle with interpretability and computational
complexity[36],[37]. The inherent lack of transparency in many ensemble models
presents significant challenges to the interpretability of their decision-making
processes, particularly within critical domains such as energy management.
Furthermore, the computational burden associated with complex ensemble
architectures can potentially constrain their applicability in real-time scenarios.
Subsequently, there is a pressing need for innovative methodologies that find a trade-

off between detection accuracy and computational efficiency.

The proposed research objective, namely the development of a deep ensemble model
for anomaly detection in imbalanced energy consumption data, directly addresses
several critical gaps within contemporary computational theory. The incorporation of
multiple deep learning architectures within the proposed model seeks to mitigate the
inherent issues associated with single-model approaches. Preliminary studies by Liu,
et. al. [38] suggest that ensemble methods can improve anomaly detection accuracy in
complex energy datasets, providing a compelling rationale for the proposed research
methodology. The researchers proposed SEAD-PL, ‘Selective Ensemble method for
Anomaly Detection based on Parallel Learning’ to reduce training time and resource
usage, a distributed parallel training framework. Subsequently, a clustering-based
ensemble selection strategy serves to balance the accuracy and diversity of the
constituent base detectors. The approach seeks to develop a flexible, adaptive
framework capable of dynamically adjusting to varying data distributions and

capturing subtle consumption irregularities.

In their work, [39] proposed a method for detecting anomalies in smart home energy
consumption data. The framework uses a machine learning-based prediction model to
forecast energy use and then identifies any deviations from the predicted values as
anomalous consumption. This framework proposes a two-stage approach to smart
home energy anomaly detection. First, an anomaly detection module employing local

outlier factor (LOF), connectivity-based outlier factor (COF), and cluster-based local
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outlier factor (CLOF) identifies anomalous energy consumption. Second, a predictive
model forecasts typical energy patterns using linear regression, decision tree, random
forest, and ensemble boosting methods (gradient, adaptive, and extreme gradient)
trained on anomaly-free data. Evaluated on three public smart home energy datasets,
the framework demonstrates promising results, with CLOF coupled with extreme
gradient boosting achieving the highest prediction accuracy. Experimental results
demonstrated the strong performance of cluster-based local outlier factor (CLOF)

combined with extreme gradient boosting, achieving high prediction accuracy.

Practical applications of computational anomaly detection theory extend beyond
theoretical constructs, presenting profound effects on energy and sustainability. Kardi,
et. al. [14] presented a novel, two-stage, deep learning approach for one-hour-ahead
anomaly detection in electricity consumption data. First, an LSTM-based neural
network predicts the subsequent hour's consumption. Second, an LSTM autoencoder,
trained on normal consumption data (using the first stage's output as input), learns
representative features. Anomalous consumption is identified by significant
differences between the autoencoder's input and output. An Exponential Moving
Average (EMA) threshold distinguishes local and global anomalies. The model
incorporates meteorological (cloud cover, pressure, wind direction, humidity, wind
speed, and temperature), temporal, and lag features. Feature selection is employed to

optimize model performance achieving better results.

Fadlia, et al [40] research examined deep learning's potential in sports facility anomaly
detection, overcoming traditional method constraints. By applying Deep Feedforward
Neural Networks (DFNNs) to feature extraction and threshold estimation, the
researchers developed an approach that minimizes false alarms. Validation using a
Qatar University aquatic center dataset revealed the method's effectiveness, achieving
94.33% accuracy and a 92.92% F1-score.

In the domain of anomaly detection in class-imbalanced energy consumption datasets,
computational theory provides a conceptual foundation for defining and designing
learning algorithms capable of detecting rare or aberrant energy usage
patterns[36],[37]. This theoretical foundation assures that the system is not only
functionally efficient but also interpretable and adaptive to real-world settings in

unbalanced domains such as energy analytics [36]. The current research shows that
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computational models can effectively detect energy inefficiencies, enabling proactive
conservation strategies. Our proposed ensemble model advances this field by
identifying anomalies and uncovering the mechanisms behind irregular energy
consumption, thus connecting computational insights with practical energy

management approaches.

2.2.2 Extreme Value Theory

Extreme Value Theory (EVT) is a statistical theory for dealing with extreme
deviations from the median of a distribution [41]. While it is often applied in finance,
meteorology, and environmental science to model extreme events, it can also be
leveraged in anomaly identification [41]. EVT is especially useful for detecting
anomalies when anomalies are associated with rare and extreme occurrences in a
dataset [42]. Extreme Value Theory can be applied to anomaly detection in modeling
extreme events, threshold selection, block maxima or peak over the threshold, tail
modeling, anomaly score calculation, dynamic thresholds, risk assessment, handling
skewed distributions, and applications in time series data [43]. EVT focuses on
modeling the tails of a distribution, specifically the extreme values [43]. In anomaly
detection, these extreme values may correspond to unusual patterns or rare events that
deviate significantly from the norm [41], [43]. By modeling extreme events, EVT
allows one to set appropriate thresholds for anomaly detection. Rather than using a
fixed threshold, EVT helps identify values in the tail of the distribution as
anomalies[44], [41]. This is especially relevant when anomalies are rare but have a
significant impact [44]. EVT employs two common approaches: Block Maxima and
Peak Over Threshold [44]. Block Maxima entails separating the data into non-
overlapping blocks and selecting the highest value from each. Peak Over Threshold
focuses on values that exceed a specific threshold. Both methods are applicable in

identifying extreme events.

EVT often involves fitting a distribution to the tail of the data [44]. Popular
distributions include the Generalized Pareto Distribution (GPD) for Peak Over
Threshold methods and the Generalized Extreme Value (GEV) distribution for Block
Maxima methods. These distributions help estimate extreme event probabilities.
Anomalies can be identified by calculating an anomaly score based on the likelihood
of observing a given value according to the modeled distribution [43]. The higher the
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anomaly score, the more likely the value is an anomaly. EVT allows for the
establishment of dynamic thresholds that is adapted to the changes in data distribution.
This is especially advantageous in situations where characteristics of normal and

anomalous behaviour may evolve over time.

EVT is well-suited for analysing time series data, especially when anomalies are
associated with extreme values in the temporal dimension [42],[43]. It enables the
identification of periods with significantly deviant behaviour. Anomaly detection
often encounters skewed distributions where most values are concentrated around a
mean. EVT provides a robust methodology for identifying anomalies in the tails of
such distributions. EVT not only helps in anomaly detection but also facilitates risk
assessment by providing insights into the likelihood of extreme events. This can be
valuable for proactive risk management in various domains [44],[43]. While EVT
offers powerful tools for anomaly detection, its application necessitates careful
assessment of the underlying assumptions and data characteristics. Additionally, the
success of EVT in anomaly detection depends on the appropriateness of the chosen

distribution and the quality of the modelling process [41].

2.2.3 Systems Theory

Systems theory accords a robust framework for analysing the intricate dynamics of
complex systems, making it particularly appropriate to the proposed research on a deep
ensemble model for anomaly detection in imbalanced energy consumption data. At its
core, systems theory emphasizes the interconnectedness of components and the
emergent behaviour arising from their interactions [45],[46] . This perspective is
crucial for understanding energy systems, which can be conceptualized as complex

adaptive systems (CAS).

Energy systems, encompassing generation, transmission, distribution, and
consumption, exhibit characteristics of CAS, including adaptability, non-linearity, and
emergent properties [47]. These systems are constantly adapting to changing
environmental conditions, fluctuating demand, and technological advancements.
Applying a systems theory lens allows us to move beyond a reductionist view,
recognizing that energy consumption patterns are not merely the sum of individual

behaviours but are shaped by complex interactions within the system.
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Furthermore, feedback mechanisms are integral to the stability and performance of
energy systems [48]. In the context of anomaly detection, real-time feedback on
energy consumption patterns can trigger corrective actions, preventing cascading
failures and maintaining system stability. For example, sudden spikes in energy
consumption can be identified as anomalies, prompting automated responses to
regulate power flow or alert operators to potential issues. By incorporating feedback
loops into the deep ensemble model, we can extend its capacity to detect and respond
to anomalies in a timely manner. The model can learn from its own predictions and
adapt its parameters to improve accuracy and reduce false positives, thereby ensuring

system stability.

Resilience and robustness are critical attributes of modern energy infrastructure [49].
Energy systems must be able to withstand disruptions, such as equipment failures,
cyberattacks, and extreme weather events, while maintaining essential services.
Systems theory affords a framework for analysing the resilience of energy systems by
considering the interconnectedness of components and the capacity of the system to
adapt to disturbances. In the proposed research, the deep ensemble model can
contribute to enhanced resilience by identifying anomalies that may indicate
impending failures or vulnerabilities. By detecting and mitigating these anomalies, we
can strengthen the robustness of the energy infrastructure and minimize the impact of

disruptions.

The concept of emergence and self-organization is also central to systems theory [50]
In energy consumption patterns, emergent behaviour refers to the collective patterns
that arise from the interactions of individual consumers and devices. For instance, peak
demand periods are emergent phenomena resulting from the synchronized behaviour
of many consumers. Self-organization refers to the capacity of the system to adapt and
reorganize in response to changes in its environment. By applying a deep ensemble
model, we can capture these emergent and self-organizing patterns, enabling the
detection of anomalies that may not be apparent at the individual component level.
The model can learn the underlying structure of normal energy consumption patterns

and identify deviations that indicate anomalies.

Moreover, the challenge of imbalanced data, inherent in energy anomaly detection

where normal consumption vastly outweighs anomalous events, further necessitates a
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systems-level approach. The deep ensemble model, when grounded in systems theory,
can effectively manage this imbalance by capturing the intricate relationships within
the data. This is achieved through the ensemble's ability to combine multiple models,
each potentially focusing on different aspects of the system's behaviour, thereby

improving anomaly detection accuracy even in the presence of significant data skew.

In summary, systems theory provides a powerful framework for understanding and
analysing the complex dynamics of energy consumption systems. By considering
energy systems as CAS, incorporating feedback mechanisms, emphasizing resilience
and robustness, and recognizing emergent behaviour, the proposed deep ensemble
model can contribute to more effective anomaly detection and improved energy

system performance.

2.2.4 Statistical Learning Theory

Statistical learning theory offers a rigorous mathematical framework for analysing the
capabilities and limitations of machine learning algorithms, including deep ensemble
models. Its principles are particularly relevant to the proposed research on anomaly
detection in imbalanced energy consumption data, offering insights into model
generalization, complexity, and performance. A cornerstone of statistical learning
theory is the Probably Approximately Correct (PAC) learning framework. This
framework aims to quantify the probability that a learned model will generalize well
to unseen data [51]. In the context of energy consumption anomalies, PAC learning
can help assess the likelihood that a deep ensemble model, trained on historical data,
will accurately detect anomalies in future consumption patterns. This is vital,
especially given the dynamic nature of energy consumption and the potential for shifts

in underlying distributions.

The Vapnik-Chervonenkis (VC) dimension is another crucial concept, measuring the
complexity of a model's hypothesis space [52]. A higher VC dimension indicates a
greater capacity to fit complex patterns in the training data, further elevating the
potential for overfitting. In the proposed research, understanding the VC dimension of
the deep ensemble model is essential for balancing model complexity with
generalization performance. By controlling the complexity of individual models
within the ensemble, and the ensemble structure itself, we can mitigate overfitting and

improve anomaly detection accuracy.
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The bias-variance trade-off is a fundamental principle in statistical learning, and it is
particularly relevant to ensemble methods [53]. Bias represents the error arising results
from approximating a real-world problem using a simplified model, whereas variance
indicates the model's sensitivity to variations in the training data. Ensemble methods
mitigate variance and enhance overall prediction accuracy by aggregating multiple
models. However, careful consideration must be given to the bias of individual models
and the diversity of the ensemble to achieve optimal performance. In relation to
imbalanced energy data, this means that individual models within the ensemble should
exhibit sufficient diversity to capture different facets of the data, while also

maintaining a low bias to properly model the anomaly events.

Empirical risk minimization (ERM) is a core principle guiding the training of machine
learning models [54]. ERM seeks to minimize the error of the model on the training
data. Nevertheless, in anomaly detection with imbalanced data, directly minimizing
empirical risk can result in biased models that favour the majority class (normal
consumption). Therefore, adaptations of ERM, such as cost-sensitive learning or
resampling techniques, are necessary to address the class imbalance and ensure
effective anomaly detection learning by the model. Furthermore, when applying deep
learning to time series energy data, the temporal dependencies within the data add
complexity to the ERM framework.

In the recent years, research has focused on adapting statistical learning theory to deep
learning models, particularly in the context of complex datasets and anomaly
detection. For example, researchers have explored methods for estimating the VC
dimension of deep neural networks and developing regularization methods to enhance
generalizability[55]. Furthermore, advances in understanding the generalization
properties of ensemble methods have led to the development of more robust and
effective anomaly detection algorithms.

In Summary, Statistical learning theory provides the mathematical backing needed to
create a robust Deep Ensemble Model. By carefully considering the PAC learning
framework, VC dimension, bias-variance trade-off, and empirical risk minimization
principles, we can develop a model that effectively detects anomalies in imbalanced

energy consumption data.
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2.2.5 Traditional Machine Learning Algorithms

Class imbalance poses a significant challenge in energy consumption anomaly
detection, where abnormal usage patterns often constitute a small minority of the
dataset. Traditional machine learning algorithms such as Decision Trees, Support Vector
Machines (SVMs), Random Forests, and Logistic Regression have been widely applied to
this problem. However, these algorithms are inherently biased toward the majority
class, especially when trained on skewed datasets. As a result, they tend to produce
high overall accuracy but fail to adequately identify rare but critical anomalies. In the
energy domain, where false negatives can lead to operational inefficiencies or security

vulnerabilities, addressing this limitation is essential.

Decision tree classifiers partition the feature space recursively using attribute values
that maximize a specific criterion. For this method, each node in the tree represents a
dataset input value. The Decision Tree is created by separating the training dataset into
subsets that only contain data from a single class. Decision trees are prone to bias
towards the majority class because splitting criteria may favour the dominant class.
Solutions to this problem include the use of class weights or pruning techniques that

retain minority class performance[56] .

Random forest is a supervised machine learning framework that can handle both
regression and classification tasks [57]. Random Forests are ensembles of decision
trees trained on different bootstrap samples, with random feature selection at each
split. RF underperforms in minority classes due to ensemble voting bias. To make
predictions, RF uses majority voting. The solution to class imbalance is to utilise class
weighting or balanced random forest, with each tree trained on a balanced bootstrap

(equal minority and majority samples) [58],[57].

K-Nearest Neighbours (KNN) classifies an instance using the majority class of its k
nearest neighbours in feature space. KNN Minority samples generally perform poorly

when surrounded by majority class samples[20].

Support Vector Machines (SVMs) maximize the margin between classes by utilizing
support vectors. The hyperplane is skewed towards the majority class. Solutions use
class weight adjustment in the cost function or cost-sensitive SVMs that penalize

misclassification of the minority class more [18]. Logistic regression models binary
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outcomes by estimating the probability of a record belonging to a relevant class. The
response variable has only two possible outcomes, represented by a binary indicator
variable with values of 0 and 1. Logistic regression models the probability of a class
using a logistic (sigmoid) function. Without regularization or class weights, logistic

regression leans toward the majority class [59].

2.2.6 Deep Learning

Deep learning, a subset of machine learning, revolves around the intricate architecture
of neural networks with numerous layers, known as deep neural networks [60]. At its
core, deep learning fundamentally transforms data through hierarchical
representations, unlocking its potential for tasks such as natural language processing,
image recognition, and speech understanding [61]. Neural networks serve as the
foundational building blocks of deep learning algorithms. These networks are made
up of interconnected nodes organized into layers that include: an input layer, one or
more hidden layers, and an output layer [62]. The essence lies in the activation
functions, such as the rectified linear unit (ReLU) or sigmoid embedded within each
node, introducing non-linearities that enable the model to learn complex relationships
in data [60], [63].

Training deep neural networks involves a process known as backpropagation. The
optimization algorithm minimizes the discrepancy between predicted and actual
results by adjusting the network'’s weights and biases. The concept of gradient descent
plays a pivotal role, in gradually fine-tuning the model through successive iterations
[61],[64]. Encompassing a spectrum of architectures, deep learning boasts specialized

models tailored for diverse data types.

Convolutional Neural Networks (CNNs) excel at image processing by using
convolutional layers to extract hierarchical features. Recurrent Neural Networks
(RNNs) can handle sequential data while keeping hidden states to capture temporal
dependencies, making them ideal for tasks such as natural language processing
[64],[14]. Autoencoders represent unsupervised learning models designed for feature
learning and dimensionality reduction [25]. Autoencoders, comprising an encoder and
a decoder, reconstruct input data and find applications in data compression and
anomaly detection. Generative Adversarial Networks (GANs) employ a generator-

discriminator framework to synthesize novel data samples, contributing to tasks such
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as image generation and style transfer [62], [10]. The advent of transfer learning
enhances deep learning's efficiency by leveraging knowledge from pre-trained models
[24]. This practice involves fine-tuning models on new tasks, saving valuable

computational resources and time.

Hyperparameter tuning becomes an essential aspect, influencing factors like learning
rates, network architecture, and regularization techniques[24]. Deep learning
frameworks like TensorFlow, PyTorch, and Keras make it easier to build and train
these complex models [65]. These frameworks provide tools and abstractions,
streamlining the development process for practitioners and researchers [65]. The
interpretability of deep learning models poses a challenge due to their complexity.

Trade-offs often emerge between model interpretability and performance, prompting
researchers to explore explainability techniques like feature importance analysis to
shed light on the model's decision-making process [65], [66]. In conclusion, the
fundamentals of deep learning algorithms lie in the transformative power of neural
networks, their capacity for hierarchical representation learning, and the versatility of
specialized architectures for diverse data types. As the field evolves, the ongoing
interplay between innovation, interpretability, and practical applicability continues to
shape the landscape of deep learning [65].

The universal approximation theorem, demonstrating that a feedforward neural
network with a single hidden layer can approximate any continuous function, provides
a theoretical basis for deep learning's power [67] However, recent research emphasizes
that while this theorem establishes the possibility of approximation, it does not
guarantee efficient learning or generalization, particularly in high-dimensional and
imbalanced datasets [68],[69]. For energy consumption data, the theorem suggests that
a sufficiently complex deep learning model can, in principle, capture the intricate
patterns of normal and anomalous behavior. However, the practical challenge lies in
designing and training such a model effectively, given the potential for overfitting and
the need to handle imbalanced classes. Contemporary studies have explored the impact
of network depth and width on approximation capabilities, highlighting that deeper
networks may offer advantages in learning highly complex functions, but also
increasing the risk of vanishing gradients and overfitting [70] Thus, while the universal

approximation theorem validates the potential of deep learning, it necessitates careful
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architectural design and training strategies.

The information bottleneck principle offers insights into the trade-off between
compression and prediction in deep learning [71]. It suggests that an optimal
representation of the input data should retain only the information relevant to the target
task, while discarding irrelevant details. In the context of anomaly detection, the
information bottleneck can guide the design of deep learning models that effectively
extract features indicative of anomalies, while filtering out noise and irrelevant
fluctuations in energy consumption. Recent works have extended this principle to
understand the generalization capabilities of deep neural networks, demonstrating that
models that achieve a better information bottleneck tend to generalize better [72].
However, implementing the information bottleneck in practice requires careful
consideration of the information measures used and the optimization techniques
employed. The challenge is to find a balance between compressing the input data and
retaining sufficient information for accurate anomaly detection, especially when

dealing with the subtle variations that may characterize anomalous events.

Regularization techniques contribute significantly in preventing overfitting and
improving the generalization performance of deep learning models [73]. In the context
of imbalanced energy consumption data, regularization is essential for ensuring that
the model does not simply memorize the majority class (normal consumption) but
learns to generalize to the minority class (anomalies). Common regularization
methods, such as L1 and L2 regularization, dropout, and batch normalization, have
been expansively studied. Recent research has directed at developing adaptive
regularization techniques that can dynamically adjust the regularization strength based
on the characteristics of the data and the learning process [74]. For example, multiple
studies have looked into the use of adversarial training as a form of regularization,
which can enhance the robustness of deep learning models to adversarial examples

and improve their generalization performance.

Moreover, in time series anomaly detection, the temporal dependencies within the data
necessitate the use of regularization techniques that can capture these dependencies
while preventing overfitting, such as recurrent regularization or temporal dropout [75].
In summary, while regularizations are a necessity for deep learning, they must be

chosen and tuned carefully to avoid underfitting, while still avoiding
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overfitting. Tackling the issues associated with imbalanced data and complex
temporal dependencies requires a nuanced understanding of these principles and the

development of tailored deep learning architectures and training strategies.

2.2.7 Class Imbalance

Anomaly detection, a crucial facet of data analysis, is tasked with identifying patterns
that deviate significantly from the norm [60]. In the realm of anomaly detection, one
formidable challenge that researchers and practitioners grapple with is the class
imbalance inherent in real-world datasets, for example, the energy consumption
datasets [76]. This challenge becomes particularly pronounced in scenarios where
anomalies are rare events, outnumbered by the more prevalent instances of normal
behaviour [77]. In this section, the nuanced landscapes of class imbalance challenges
in anomaly detection are explored, delving into the implications for model

performance and the innovative solutions developed to address these challenges.

Class imbalance manifests when the distribution of instances in a dataset across
distinct classes is unbalanced [30]. With respect to anomaly detection, anomalies
typically represent the minority class, making up only a small fraction of the overall
data. Traditional machine learning models, when trained on imbalanced datasets,
favour the majority class, as their primary objective is to minimize overall
classification error [30]. This poses a significant hurdle in anomaly detection, as the
algorithm may struggle to discern and accurately classify rare instances of abnormal
behaviour. The consequences of class imbalance in anomaly detection are
multifaceted. One major implication is a considerable reduction in the sensitivity or
recall of the model, leading to an increased likelihood of false negatives [29]. In
circumstances where the cost of missing true anomalies is high, such as in detecting
faults in critical systems or identifying fraudulent activities, this deficiency can have
severe consequences. The challenge is compounded by the fact that anomalies often

carry higher significance and require specialized attention [77].

To extenuate the impact of class imbalance, researchers have explored a variety of
innovative approaches. Resampling techniques, such as oversampling the minority
class or undersampling the majority class, geared to balancing the class distribution

and make the learning algorithm more attuned to rare instances [61],[78].
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Synthetic Minority Over-sampling Technique (SMOTE) is a notable example that
generates synthetic instances of the minority class, effectively expanding its
representation in the dataset [76]. Cost-sensitive learning is another strategy that
involves assigning different misclassification costs to different classes [7]. By
penalizing errors on the minority class more heavily, models are compelled to allocate
greater attention to the rare anomalies [7]. Ensemble methods, like as Random Forests
or Gradient Boosting, have proved effectiveness in handling class imbalance by
combining the outputs of multiple base learners [77].

In conclusion, class imbalance in anomaly detection is a pervasive challenge with far-
reaching implications for model performance and decision-making in critical
applications. However, the dynamic landscape of research and innovation continues
to yield strategies and methodologies that push the boundaries of what is achievable.
The quest to refine anomaly detection techniques in the face of class imbalance reflects
a commitment to enhancing the reliability and precision of models, ensuring their
efficacy in safeguarding systems, detecting irregularities, and bolstering the overall

robustness of anomaly detection in diverse and complex datasets.

The imbalance ratio, defined as the ratio of majority to minority class samples,
significantly impacts the performance of learning algorithms [79]. High imbalance
ratios can lead to biased models that predominantly classify samples as belonging to
the majority class, giving rise to poor detection rates for the minority class (anomalies).
In energy consumption data, where anomalies are inherently rare, the imbalance ratio
can be extremely high, exacerbating this problem. Recent studies have demonstrated
that the severity of the imbalance effect varies depending on the learning algorithm

and the characteristics of the data [80].

Deep learning models, while powerful, are not immune to this issue. They can become
overly specialized in recognizing the majority class, failing to capture the subtle
patterns indicative of anomalies. Research has investigated several strategies to
address class imbalance, including resampling techniques (e.g., minority
oversampling, majority undersampling), cost-sensitive learning (differential
misclassification costs for minority instances), and ensemble methods (aggregation of
models trained on varied data subsets)[81]. However, the choice of technique and its

effectiveness are contingent on the dataset and algorithm employed. Furthermore, with
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the growing size of energy data, resampling techniques may become computationally

expensive.

Theoretical bounds on minority class detection provide implications into the
fundamental limits of learning algorithms in imbalanced datasets. These bounds often
relate to the complexity of the minority class distribution and the degree of overlap
between the majority and minority classes [82]. For example, studies have derived
theoretical bounds on the error rate of minority class detection as a function of the
imbalance ratio and the VC dimension of the learning algorithm. These bounds can
help assess the feasibility of achieving a desired level of detection accuracy and guide
the selection of appropriate learning algorithms and regularization techniques.

Recent research has also delved into use of information-theoretic measures to quantify
the difficulty of minority class detection, providing a more subtle understanding of the
factors that contribute to the imbalance problem [83],[84]. However, establishing tight
theoretical bounds for complex deep learning models remains a challenge. The non-
convex nature of deep learning optimization and the high dimensionality of the feature
space make it difficult to derive analytical expressions for the error rate and

generalization performance.

In the context of deep ensemble models, the challenge of imbalance is compounded
by the need to ensure diversity among the ensemble members. If all models are trained
on the same imbalanced dataset, they may exhibit similar biases, reducing the
effectiveness of the ensemble. Recent studies have investigated strategies for creating
diverse ensembles in imbalanced datasets, such as using different resampling
techniques for each ensemble member or training models on different feature
subsets[85]. Furthermore, the selection of evaluation metrics is critical for imbalanced
datasets. This is due to the fact that a high accuracy can be achieved by simply
predicting the majority class dominance. Precision, recall, F1-score, and the area under
the receiver operating characteristic curve (AUC-ROC) offer a more accurate
evaluation of minority class detection performance [86]. It is important to remember,
that in a very imbalanced problem, even a high AUC-ROC may not be enough, and
the focus may need to shift to precision and recall.

To sum up, class imbalance poses a significant challenge to anomaly detection in
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energy consumption data. Understanding the effects of imbalance ratios on learning
algorithms and the theoretical bounds on minority class detection is essential for
developing effective deep ensemble models. The development of adaptive learning
algorithms should be a key focus of future research that can contextually adapt to
varying imbalance ratios and on deriving tighter theoretical bounds for deep learning

models in imbalanced datasets.

2.3 Conceptual Literature
Conceptual literature explores, defines, and develops concepts, ideas, and theoretical

constructs related to this study.

2.3.1 Anomaly Detection

Anomaly detection in energy consumption is a critical task in modern energy systems,
aimed at identifying irregular patterns that deviate from normal usage behaviour.
These anomalies may indicate faults in metering infrastructure, equipment
malfunctions, energy theft, or unexpected demand surges, all of which can
compromise grid stability, operational efficiency, and economic performance. With
the widespread deployment of smart meters and advanced metering infrastructure
(AMI), utilities now collect high-frequency, time-stamped energy consumption data
at the household and grid levels. This abundance of data presents both opportunities

and challenges for automated anomaly detection.

Traditional rule-based methods and statistical approaches often struggle to scale or
adapt to complex, dynamic usage behaviours. As a result, machine learning and deep
learning techniques have gained prominence due to their ability to learn non-linear
patterns, model temporal dependencies, and generalize from historical data. However,
effective anomaly detection remains challenging due to factors such as data noise,
seasonal variation, and the high class imbalance between normal and anomalous
instances. These challenges necessitate the development of intelligent and adaptive
models capable of detecting rare but impactful anomalies in real time, making
anomaly detection an essential component of smart energy analytics and sustainable

energy management.

2.3.1.1 Taxonomy of Anomaly Types in Energy Data

Energy consumption data exhibits a wide range of anomalies, reflecting the diverse
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nature of operational disruptions and malicious activities. A robust taxonomy is
essential for developing effective detection algorithms. Recent research has
emphasized the need for a multi-faceted classification, considering both the source and
the impact of anomalies [87]. For example, anomalies can stem from equipment
failures (e.g., transformer faults, sensor malfunctions), cyberattacks (e.g., denial-of-
service, false data injection), or operational errors (e.g., human mistakes,

misconfigured settings).

Furthermore, the impact of anomalies can vary, ranging from localized disruptions to
widespread blackouts. In the context of smart grids, the increasing integration of
distributed energy resources (DERs) and advanced metering infrastructure (AMI) has
introduced new anomaly types, such as voltage fluctuations caused by intermittent
renewable energy generation and data integrity issues arising from compromised AMI
devices [88]. Hence, a dynamic and adaptable taxonomy is required to capture the

evolving landscape of energy anomalies.

Anomalies can be further characterized as contextual, point, or collective. Point
anomalies refer to individual data points that vary considerably from the normal
behaviour, for example sudden spikes or drops in energy consumption. Contextual
anomalies, then again, are data points that are anomalous only in particular instances,
such as a low energy consumption during peak demand hours. Collective anomalies
involve a group of related data points that, as a whole, deviate from the normal pattern,
even if individual points may not be anomalous [32]. In energy data, collective
anomalies can manifest as coordinated attacks or cascading failures, which are

particularly challenging to detect.

Recent studies have examined the use of temporal dependencies and spatial
correlations to enhance the detection of contextual and collective anomalies. For
example, graph neural networks (GNNs) have been utilized to model the spatial
relationships between different substations, enabling the detection of collective
anomalies that span multiple locations [89], [90]. Furthermore, sequence modelling
techniques, including recurrent neural networks (RNNs) and transformers, have been
utilized to capture the temporal dependencies in energy consumption data, improving

the detection of contextual anomalies that evolve overtime.
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2.3.1.2 Supervised, Semi-Supervised, and Unsupervised Approaches

Anomaly detection algorithms can be broadly classified as supervised, semi-
supervised, or unsupervised, depending on the availability of labelled data [91].
Supervised methods require labelled training data, including both normal and
anomalous samples, which can be challenging to obtain in energy systems due to the
rarity of anomalies. Semi-supervised methods leverage labelled normal data and
unlabelled data, while unsupervised methods rely solely on unlabelled data.
Supervised methods, such as deep neural networks trained with labelled anomalies,

can achieve high detection accuracy when sufficient labelled data is available [1].

Given the frequent scarcity of labelled anomaly data, semi-supervised or unsupervised
anomaly detection methods are often employed. Semi-supervised techniques, like one-
class SVMs and autoencoders, learn a representation of normal data and identify
anomalies as deviations. Unsupervised techniques, such as clustering and density-
based methods, detect anomalies as outliers that do not conform to the prevalent data
patterns. Recent research has focused on developing hybrid approaches that utilize the
strengths of different learning paradigms. For instance, semi-supervised deep learning
models that leverage both labelled normal data and unlabelled data have shown
favourable results in detecting anomalies in energy consumption data [92].
Furthermore, transfer learning techniques have been studied to leverage pre-trained
models from related domains, reducing the need for extensive labelled data in the

target domain.

2.3.1.3 Evaluation Frameworks for Anomaly Detection

Assessing the efficacy of anomaly detection algorithms is paramount for their
practical utility. Nevertheless, the intrinsic class imbalance of energy consumption
data and the variety of anomaly patterns complicate performance evaluation.
Traditional metrics, including accuracy, can provide a skewed assessment in
imbalanced datasets due to the prevalence of normal instances. Therefore, metrics like
precision, recall, F1-score, and the area under the receiver operating characteristic
curve (AUC-ROC) are more appropriate for evaluating anomaly detection capabilities
[93]. Furthermore, the evaluation framework should consider the trade-off between
detection accuracy and computational efficiency, as real-time anomaly detection is

often required in energy systems.
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Recent research has emphasized the need for comprehensive evaluation frameworks
that consider various aspects of anomaly detection, including detection latency, false
alarm rate, and robustness to noise and adversarial attacks. Furthermore, the use of
realistic simulation environments and benchmark datasets is essential for evaluating
the performance of anomaly detection algorithms under diverse operating conditions
[94] Additionally, the cost of false positives versus false negatives should be
considered. In a system, a false negative might mean a power outage, and a false
positive might mean wasted time from an operator. Depending on the system, one of

these might be more costly than the other.

In summary, anomaly detection in energy consumption data is a critical task that
requires a multi-faceted approach. Future research ought to focus on the advancement
of robust and adaptable algorithms that can handle the complexity and imbalanced
nature of energy data. Furthermore, the development of comprehensive evaluation
frameworks and benchmark datasets is essential for advancing the field of anomaly
detection in energy systems.

2.3.2 Deep Learning Architectures

Deep learning, a paradigm rooted in the construction of multi-layered neural networks,
has profoundly reshaped data analysis across numerous domains [95]. Its capability in
learning hierarchical representations from complex datasets makes it particularly
promising for anomaly detection in energy consumption data, a domain characterized
by intricate temporal and spatial dependencies, and significant class imbalance. The
fundamental building blocks of deep learning are neural networks, composed of
interconnected nodes that are organized into input, hidden, and output layers[96]. The
introduction of non-linearities through activation functions, such as ReL U or sigmoid
enables these networks to model complex relationships [95], [97]. Training these
networks relies heavily on backpropagation and gradient descent, adjusting weights
and biases iteratively to minimize the difference between predicted and actual outputs
[98].

2.3.2.1 Convolutional Neural Networks (CNNs) for Spatial Feature Extraction
Convolutional Neural Networks (CNNs) have demonstrated exceptional performance
in spatial feature extraction, particularly in image processing [55], [98]. In the context

of energy systems, CNNs can be adapted to analyze spatial patterns of energy
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consumption, such as those arising from geographically distributed smart meters or
substations. By treating spatial energy consumption data as an image-like structure,
CNNs can learn hierarchical features that capture local and global spatial
dependencies. For instance, CNNs can identify patterns of correlated energy
consumption across neighbouring substations, which may indicate collective

anomalies or cascading failures.

Recent research has explored the use of 1D and 2D CNNs for time series anomaly
detection, transforming time series data into image representations to leverage the
spatial feature extraction capabilities of CNNs [99]. This approach can be particularly
useful for detecting anomalies that exhibit spatial correlations, such as those arising
from distributed attacks or equipment failures spanning multiple locations. However,
the effectiveness of CNNs in energy data depends on proper data representation and

careful tuning of convolutional filters and pooling layers.

2.3.2.2 Recurrent Neural Networks (RNNs) for Temporal Dependencies

Recurrent Neural Networks (RNNSs) are designed to handle sequential data, making
them well-suited for capturing temporal dependencies in energy consumption data
[55],[98] RNNs maintain hidden states that store information about past inputs,
enabling them to model time-varying patterns and detect anomalies that evolve
overtime. However, a key limitation of traditional RNNSs is the vanishing gradient
problem, hindering their ability to model long-range temporal dependencies. Long
Short-Term Memory (LSTM) networks were developed to overcome this issue by
introducing memory cells and gating mechanisms. These components regulate
information flow and gradient propagation, thereby enabling LSTMs to effectively

capture and learn long-term dependencies in sequential data [100].

LSTMs have been widely used in time series anomaly detection, demonstrating
superior performance compared to traditional RNNs. They can learn complex
temporal patterns in energy consumption data, such as seasonal variations and daily
cycles, and detect deviations from these patterns that indicate anomalies. Bidirectional
LSTM (BILSTM) networks further enhance the capabilities of LSTMs by processing
input sequences in both forward and backward directions [101]. This enables the
network to capture contextual information from both preceding and subsequent time

steps, thereby, improving the detection of anomalies that depend on both preceding
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and succeeding events. In energy consumption data, BiLSTMs can effectively capture
complex temporal dependencies, such as those arising from coordinated attacks or
demand fluctuations that span multiple time intervals. Recent studies have shown that
BiLSTMs outperform unidirectional LSTMs in time series anomaly detection tasks,
particularly when dealing with long-range dependencies and complex temporal
patterns [95],[102].

2.3.2.3 Transformer Architectures and Attention Mechanisms

Transformer architectures, originally developed for natural language processing, have
recently gained popularity in time series anomaly detection [103], [104]. Transformers
rely on attention mechanisms, that permits the model to selectively focus on pertinent
parts of the input sequence, capturing long-range dependencies without the limitations
of RNNSs. Attention mechanisms compute attention weights that indicate the
importance of different time steps, aiding the model to learn complex temporal
relationships. In energy consumption data, transformers can effectively capture long-
range dependencies, such as those arising from seasonal variations or long-term trends,

and detect anomalies that deviate from these patterns.

Recent research has explored the use of transformer-based models for time series
anomaly detection, demonstrating superior performance compared to RNNs and
LSTMs, particularly when dealing with long sequences and complex temporal patterns
[105], [96],[97]. The self-attention mechanism within transformers allows the model
to learn the relationships between different time steps without relying on recurrent

connections, which can be computationally expensive.

2.3.2.4 Graph Neural Networks (GNNs) for Interconnected Energy Systems

Graph Neural Networks (GNNs) are designed to process graph-structured data,
making them appropriate for modelling interconnected energy systems, such as power
grids and smart meter networks [89]. GNNs can capture the spatial relationships
between different components of the energy system, such as substations and
transmission lines, and detect anomalies that arise from interactions between these
components. By modelling the energy system as a graph, GNNs can capture spatial
dependencies and detect collective anomalies that span multiple locations. Recent
research has explored the use of GNNs for anomaly detection in power grids,

demonstrating their ability to identify coordinated attacks and cascading failures.
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GNNs can also be used to model the spatial relationships between smart meters,
enabling the detection of anomalies that arise from compromised devices or malicious
activities [98]. The potential to GNNs to model complex spatial dependencies makes
them particularly useful for detecting anomalies in interconnected energy systems.

2.3.2.5 Autoencoders

Autoencoders represent unsupervised learning models designed for feature learning
and dimensionality reduction [25]. This method is especially useful in unsupervised
learning scenarios. Comprising an encoder and a decoder, autoencoders reconstruct
input data, serving applications like data compression and anomaly detection. The
application of Variational Recurrent Autoencoders (VRAEs) with attention
mechanisms also presents a promising approach to smart meter data anomaly detection
[64]. VRAEs, by combining the generative capabilities of variational autoencoders
with the sequential processing of recurrent neural networks, effectively capture both
the probabilistic distribution and temporal dependencies inherent in energy
consumption patterns. Furthermore, the incorporation of attention mechanisms
enables the model to selectively focus on the most pertinent time steps, improving its
ability to identify subtle anomalies within complex time series data. This methodology
proves particularly valuable in addressing challenges posed by noisy, unlabeled, and
highly variable smart meter data, enabling the robust detection of deviations from
normal consumption behaviour that may indicate faults, cyberattacks, or other

operational irregularities.

2.3.2.6 Generative Adversarial Networks

Generative Adversarial Networks (GANSs), on the other hand, pit a generator against
a discriminator to create new data samples, contributing to tasks such as image
generation and style transfer [62], [10]. Generative Adversarial Networks can learn
the fundamental distribution of normal energy consumption data and identifying
deviations as anomalies. GANSs operate in an adversarial manner, where the generator
attempts to create realistic energy consumption patterns, while the discriminator
distinguishes between generated and real data [106]. In the context of anomaly
detection, the discriminator, trained on normal data, are able to recognize anomalous
patterns that exhibit a large deviation from the learned distribution. The generator,
conversely, can be used to synthesize realistic, but rare, anomalous data to augment
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training sets, addressing the challenge of imbalanced datasets [106]. This capability
makes GANSs particularly valuable in scenarios where labeled anomaly data is scarce,
or where the aim is to detect novel, previously unseen anomalies. However, training
GANs can be computationally demanding and necessitates meticulous hyperparameter
tuning to mitigate issues such as mode collapse, which can impact the accuracy of

anomaly detection.

2.3.2.7 Comparative Strengths and Limitations of Different Architectures

Each deep learning architecture possesses distinct strengths and limitations, rendering
it variably suitable for different anomaly detection tasks. CNNs excel in spatial feature
extraction but may be suboptimal for capturing long-range temporal dependencies.
RNNs and LSTM networks are well-suited for modeling temporal dependencies,
though they can face challenges with extended sequences and intricate temporal
patterns. BiLSTMs improve the capabilities of LSTMs by processing input sequences
in both directions, improving the detection of anomalies that depend on both past and
future events. Transformer architectures offer superior performance in capturing
extended dependencies and intricate temporal patterns, but may be computationally
expensive. GNNs are well-suited for modelling interconnected energy systems, but

may require careful design of the graph structure and node features.

In the context of imbalanced energy consumption data, the choice of architecture
should consider the specific characteristics of the data and the type of anomalies to be
detected. For instance, if the anomalies exhibit spatial correlations, CNNs or GNNs
may be more appropriate. If the anomalies exhibit complex temporal patterns, RNNs,
LSTMs, BILSTMs, or transformers may be more suitable. Furthermore, ensemble
methods that combine the strengths of different architectures can be used to improve
the overall detection performance. For example, an ensemble of CNNs and LSTMs
can capture both spatial and temporal dependencies, improving the detection of

anomalies that exhibit both spatial and temporal characteristics.

Hyperparameter tuning becomes an essential aspect, influencing factors like learning
rates, network architecture, and regularization techniques[24]. Deep learning
frameworks like TensorFlow, PyTorch, and Keras make it easier to build and train
these complex models [65]. These frameworks provide tools and abstractions,

streamlining the development process for practitioners and researchers [65]. The deep
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learning model’s interpretability poses a challenge due to their complexity. The
selection of an appropriate deep learning architecture for anomaly detection in
imbalanced energy consumption data requires careful consideration of the spatial and
temporal characteristics of the data, the type of anomalies to be detected, and the
computational resources available. Future research should prioritize developing
hybrid architectures and ensemble methods that integrate the strengths of diverse deep

learning models to enhance the accuracy and robustness of anomaly detection systems.

2.3.3 Explainability and Interpretability Methods

Robust explainability and interpretability techniques must be developed and
implemented due to the growing complexity of deep learning models, especially deep
ensemble models used for anomaly detection in imbalanced energy consumption data.
These techniques are essential for comprehending how these models make decisions,
establishing confidence in their predictions, and making it easier to find useful
insights. Explainability is not just a desirable feature but a basic necessity in the
context of critical infrastructure, such as energy systems, where missed anomalies or

false alarms can have serious repercussions.

2.3.3.1 Local Interpretability Methods (LIME)

Local Interpretable Model-agnostic Explanations (LIME) is a prevalent local
interpretability technique that approximates any machine learning model with a locally
faithful, interpretable model to explain its predictions. [107]. LIME explains
individual predictions through input perturbations around a specific instance and
observation of changes in the model's output. It then trains a simple, interpretable
model (e.g., a linear model) on this perturbed data, using the original model's
predictions as labels. This local model elucidates the original model's behaviour for
that particular instance. In the context of energy consumption anomalies, LIME can
identify the specific features or time points driving the model's anomaly prediction.
For example, LIME can highlight the sudden increase in energy consumption at a
particular time point that led the model to classify it as an anomaly. LIME's model
agnostic nature makes it very useful for ensemble models, where individual models

may be very different in their internal structure.

2.3.3.2 Global Interpretability Approaches (SHAP)

SHapley Additive exPlanations (SHAP) is a global interpretability technique that aims
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to explain the overall machine learning model’s behaviour by assigning importance
values to each feature [108]. SHAP values, rooted in game theory, quantify each
feature's contribution to a model's prediction by considering all possible feature
combinations. SHAP values offer a consistent and theoretically grounded measure of
feature importance, rendering them particularly valuable for elucidating the global
behaviour of complex models [109]. In energy anomaly detection, SHAP can be used
to identify the most important features that contribute to the model's predictions of
anomalies. For example, SHAP can reveal that certain time-of-day features or weather
conditions are consistently associated with anomalies. SHAP's global approach is
highly beneficial for understanding the overall behaviour of ensemble models by

identifying the most salient features across all constituent models.

2.3.3.3 Feature Importance Visualization Techniques:

Feature importance visualization techniques visually represent the significance of
different features in a machine learning model, aiding in the identification of
influential features and providing insights into the model's decision-making process
[110]. Common feature importance visualization techniques include bar charts,
heatmaps, and feature importance plots. In the context of energy consumption
anomalies, feature importance visualization can help identify the features that are most
indicative of anomalies, such as specific time points, sensor readings, or weather
conditions. These visualizations can also be used to compare the feature importance
across different models in an ensemble, providing insights into the diversity and
complementarity of the ensemble members. Partial dependence plots (PDPs) and
individual conditional expectation (ICE) plots can also visualize the relationship

between individual features and model predictions [111].

2.3.3.4. Attention-based Interpretability in Deep Learning Models

Attention mechanisms, which are increasingly used in deep learning models for time
series analysis, provide a natural way to interpret the model's focus on different parts
of the input sequence [112]. Attention weights can be visualized to identify the time
points or features that the model deems most relevant for its predictions. In energy
anomaly detection, attention-based interpretability can help identify the specific time
points or sensor readings that contributed to the model's prediction of an anomaly
[113] For example, attention weights can highlight the sudden increase in energy
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consumption at a particular time point that led the model to classify it as an anomaly.
Attention visualizations can also reveal the temporal dependencies that the model has
learned, providing insights into the dynamics of energy consumption patterns.
Furthermore, the attention weights can be used to identify the most influential models
within an ensemble, highlighting the models that are most relevant for a particular

prediction.

2.3.3.5 Model-agnostic vs. Model-specific Interpretability Techniques
Interpretability techniques can be broadly classified as model-agnostic or model-
specific. Model-agnostic techniques, such as LIME and SHAP, can be practical to any
machine learning model, irrespective of its internal structure. Model-specific
techniques, on the other hand, are designed for specific types of models, such as
attention-based interpretability for deep learning models with attention mechanisms.
Model-agnostic techniques are particularly useful for interpreting complex models,
such as deep ensemble models, where the internal structure may be difficult to
understand [114]. Model-specific techniques offer detailed insights into a model's
behavior but are limited to particular model types. In energy anomaly detection, both
model-agnostic and model-specific techniques can elucidate the decision-making
process of deep ensemble models. For example, LIME and SHAP can be used to
identify the most important features and time points, while attention-based
interpretability can provide insights into the temporal dependencies learned by the
model [115].

In the context of imbalanced energy data, it is imperative to take into account the
impact of class imbalance on interpretability. For instance, feature importance
visualizations may be biased towards the majority class, highlighting features that are
indicative of normal consumption patterns but not necessarily of anomalies.
Consequently, it is essential to use interpretability techniques which are robust to class
imbalance, for instance those that consider the contribution of features to the
prediction of both normal and anomalous samples. Additionally, it is important to
evaluate the effectiveness of interpretability methods using appropriate metrics, such
as the accuracy of feature importance rankings and the faithfulness of local
explanations. In the case of ensemble models, methods that can explain the overall
behaviour of the ensemble as well as the individual models are highly valuable.
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To sum up, explainability and interpretability methods are indispensable for building
trust in deep ensemble models for anomaly detection in imbalanced energy
consumption data. The use of local and global interpretability techniques, feature
importance visualization, and attention-based interpretability can contribute to a
deeper understanding of the model's decision-making logic, facilitating the

identification of actionable insights and improving the reliability of energy systems.

2.3.4 Ensemble Learning Approaches

In machine learning, ensemble methods represent a powerful approach to improving
predictive model performance by integrating the strengths of multiple individual
models [30]. The fundamental concept underlying ensembles is the collaboration of
diverse models, each contributing its unique perspective to create a more robust and
accurate collective prediction [29]. These ensemble methods come in various forms,
with bagging, boosting, and stacking being the prominent types. Bagging entails
training models independently on distinct subsets of data, generally via bootstrap
sampling, and then aggregating their predictions using techniques like averaging or
voting [116].

Random Forest, a well-known ensemble model, exemplifies this approach by
constructing a multitude of decision trees[117]. Boosting, on the other hand, takes an
iterative approach, where weak models are trained successively, with each subsequent
model focused on fixing errors made by its predecessors. Algorithms like AdaBoost
and Gradient Boosting Machines showcase the boosting paradigm, effectively
adjusting the model's emphasis on misclassified instances during each iteration[116].
Stacking introduces the notion of a meta-learner, a higher-level model that integrates

predictions from several base models.

This meta-learner is trained on the outputs of the base models, essentially learning
how to best weigh their contributions. Stacking, with its emphasis on leveraging the
complementary strengths of diverse models, has found success in various machine
learning applications [66]. The efficiency of ensemble methods relies heavily on
diversity among base models. This diversity can be accomplished by training models
on diverse subsets of the data., using distinct features, or employing various
architectures [30]. The goal is to ensure that individual models capture different

aspects of the underlying patterns in the data, collectively enhancing the ensemble’s
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ability to generalize well [30],[66]. The combination of these diverse models often
leads to improved performance, robustness, and better generalization to unseen data.
Ensemble methods are versatile and applicable across different types of machine
learning tasks, including classification, regression, and even unsupervised learning
scenarios [30],[66]. Hyperparameter tuning is a crucial aspect of working with
ensemble methods, determining factors such as the number of base models, learning

rates in boosting, or meta- learner specifications in stacking [30],[66].

A trade-off exists between ensemble size and computational costs, as larger ensembles
may offer performance benefits up to a certain point but come with increased resource
requirements [30]. Out-of-Bag (OOB) error estimation is a unique feature in bagging
methods like Random Forest. It offers a crucial evaluation of a model's generalization
performance without requiring a separate validation set, aiding in the evaluation and
fine-tuning of ensemble models [66]. Ensemble methods, despite their undeniable
advantages, may introduce challenges in interpretability, especially as the complexity
of the ensemble increases [30]. Optimizing the trade-off between performance and
interpretability is an ongoing consideration in the application of ensemble methods,
with techniques like feature importance analysis providing insights into the ensemble's

decision-making process [66].

Ensemble modeling approaches, particularly those focused on fusion strategies, model
selection, and hyperparameter optimization, are pivotal for enhancing anomaly
detection in imbalanced energy consumption data. Fusion strategies, at their core,
dictate how the predictions of individual models within the ensemble are combined to
produce a final prediction. VVoting, a straightforward strategy, aggregates predictions
based on majority rule, suitable for classification tasks where a clear consensus is
expected [118]. Averaging, on the other hand, computes the mean or weighted mean
of predictions, often preferred for regression tasks or when dealing with continuous
anomaly scores. Learning-based fusion strategies, such as stacking or blending, train
a meta-learner to combine the outputs of base models, allowing for more complex and
adaptive fusion patterns [119]. In the context of energy data, where anomalies can
manifest in subtle and varied ways, a learning-based fusion strategy might be
particularly advantageous, as it can tailor to the specific properties of the anomalies
and the strengths of the individual models.
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Model selection within an ensemble framework is critical for ensuring diversity and
maximizing performance. Selecting models with complementary strengths can
improve the ensemble's potential to capture multiple facets of the data and reduce the
risk of overfitting. For example, in energy consumption anomaly detection, an
ensemble might include models that excel at capturing temporal dependencies (e.g.,
LSTMs) and models that excel at capturing spatial relationships (e.g., CNNSs).
Methods like cross-validation and out-of-bag error estimation can be leveraged to
evaluate the performance of individual models and select the most promising
candidates for the ensemble [120]. Furthermore, diversity-promoting techniques, such
as bagging and boosting, can be used to generate diverse sets of models, further
enhancing the ensemble's performance. In imbalanced datasets, it is important to select
models that are robust to class imbalance, such as those that employ cost-sensitive

learning or resampling techniques.

Hyperparameter optimization is paramount for achieving maximal performance in
both constituent models and the integrated ensemble. Methodologies such as grid
search (an exhaustive parameter space traversal), random search (stochastic sampling
from defined parameter distributions), and Bayesian optimization (a probabilistic
search strategy guided by performance likelihood) are employed to identify optimal
hyperparameter configurations [121],[122]. In ensemble models, it is important to
optimize not only the hyperparameters of individual models but also the
hyperparameters of the fusion strategy [123] For instance, in a learning-based fusion
strategy, the hyperparameters of the meta-learner must be optimized to ensure
effective combination of the base model predictions. Additionally, methods that
optimize hyperparameters for the ensemble as a whole, rather than individually, can
lead to better overall performance. Methods like evolutionary algorithms have been
harnessed for this purpose [124]. In the context of imbalanced energy data,
hyperparameter optimization should consider the impact of class imbalance on model

performance, ensuring that the models are optimized for minority class detection.

The choice of fusion strategy, model selection method, and hyperparameter
optimization technique should be guided by the specific characteristics of the energy
consumption data and the nature of the anomalies to be detected. For instance, if the

anomalies are highly variable and exhibit complex temporal patterns, a learning-based
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fusion strategy and diverse model selection approach may be more appropriate. If the
anomalies are rare and the data is highly imbalanced, hyperparameter optimization
techniques that are robust to class imbalance should be used. Furthermore, the
computational resources available should also be considered when selecting these
techniques, as some methods, such as Bayesian optimization and evolutionary

algorithms, can be computationally expensive.

In essence, ensemble methods exemplify the collective strength derived from the
amalgamation of diverse models, demonstrating the synergy achieved when multiple
perspectives contribute to a unified and enhanced predictive model. As the field of
machine learning evolves, ensemble methods remain at the forefront, offering a robust
and versatile toolkit for addressing a wide array of complex predictive modeling
challenges [30],[66].

2.3.5 Class Imbalance Handling Techniques

The challenge of class imbalance, where normal energy consumption data
significantly outweighs anomalous data, poses a critical obstacle to developing
effective anomaly detection systems. This section critically evaluates the literature on
class imbalance handling techniques, focusing on data-level, algorithm-level, and
hybrid approaches, and examining the appropriateness of performance metrics for

imbalanced datasets.

2.3.5.1 Data-Level Approaches

Data-level approaches, primarily sampling techniques, aim to balance the class
distribution by modifying the training dataset. Oversampling techniques, such as
Synthetic Minority Over-sampling Technique (SMOTE), generate synthetic samples
for the minority class, increasing its representation [27], While effective in mitigating
imbalance, SMOTE can introduce synthetic noise and overgeneralization, particularly
in high-dimensional spaces. Undersampling techniques, like random undersampling,
reduce the majority class samples but can lead to information loss and bias [125].
Recent advancements have explored hybrid sampling methods, combining
oversampling and undersampling, such as SMOTE-Tomek and SMOTE-ENN, to
address the limitations of individual techniques. However, the computational cost of
these hybrid methods can be significant, especially for large-scale energy datasets.

Moreover, sampling techniques, especially oversampling, can distort the original data
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distribution, potentially leading to models that do not generalize well to unseen data.
In scenarios where the minority class is very rare, oversampling may not be enough to

provide the model with sufficient information to learn the anomalies.

2.3.5.2 Algorithm-Level Approaches

Algorithm-level approaches modify the learning algorithm to account for class
imbalance. Cost-sensitive learning, a key technique, assigns differential
misclassification costs to classes, imposing a higher penalty for errors in the minority
class[126]. This approach can be implemented by modifying the loss function or
adjusting the decision threshold of the classifier. Cost-sensitive learning can be
effective in improving minority class detection, but requires careful selection of cost
parameters, which can be challenging and data-dependent. Recent research has
explored adaptive cost-sensitive learning methods that dynamically adjust cost
parameters based on the characteristics of the data and the learning process [127].
However, the effectiveness of cost-sensitive learning depends on the potential of the
algorithm to effectively incorporate the cost information, which may not be
straightforward for all deep learning architectures. Furthermore, cost-sensitive
learning assumes that the cost of misclassification is known or can be accurately

estimated, which may not always be the case in real-world energy systems [128].

2.3.5.3 Hybrid Approaches

Hybrid approaches combine data-level and algorithm-level techniques to leverage the
strengths of both. For example, cost-sensitive learning can be applied to a dataset that
has been pre-processed using oversampling or undersampling [129]. Hybrid
approaches can achieve superior performance compared to individual techniques but
require careful selection and integration of the component methods. Recent research
has focused on developing adaptive hybrid approaches that dynamically select and
combine different techniques based on the characteristics of the data and the learning
process [130]. However, the complexity of these hybrid methods can make them
difficult to implement and interpret. Furthermore, the computational overhead of

applying combined technigues can be significant.

2.3.5.4 Performance Metrics for Imbalanced Data
Traditional metrics, such as accuracy, can yield misleading evaluations in imbalanced

datasets due to potential majority class dominance. Precision (positive predictive
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value), recall (sensitivity), F1-score (the harmonic mean of precision and recall), and
the area under the receiver operating characteristic curve (AUC-ROC) are more
rigorous metrics for evaluating minority class detection performance [131].
Specifically, precision quantifies the proportion of true positives among all positive
predictions, while recall quantifies the proportion of true positives among all actual
positives. The F1-score provides a balanced assessment of these two measures [132].
AUC-ROC assesses the model's discriminatory capacity between normal and

anomalous instances across a spectrum of decision thresholds.

Recent research has investigated specialized metrics like the geometric mean (G-
mean) and balanced accuracy to address limitations of traditional metrics [133].
However, metric selection should align with the specific objectives of the anomaly
detection task. For energy data, where false negatives can have critical consequences,
metrics emphasizing recall may be more pertinent. Furthermore, the costs associated
with false positives and false negatives warrant consideration during model evaluation.
Finally, the severity of class imbalance must be factored into the evaluation, as high

AUC-ROC values may be insufficient in extremely imbalanced scenarios.

In conclusion, addressing class imbalance is crucial for developing effective anomaly
detection systems for energy consumption data. Data-level, algorithm-level, and
hybrid approaches offer various strategies for mitigating the imbalance effect, but each
has its own strengths and limitations. The selection of appropriate techniques and
performance metrics should be predicated on the specific characteristics of the data
and the objectives of the anomaly detection task. Future research should focus on
developing adaptive and robust techniques that can effectively handle the challenges

posed by imbalanced energy data.

2.4 Empirical Literature

This study utilised empirical evidence gathered through experiments to address its
research questions.

2.4.1 Energy Consumption Anomaly Detection Studies

This section examines the existing literature that focuses on detecting deviations from
typical patterns of energy use. To create a thorough grasp of the state-of-the-art, this
section analyses various approaches, datasets, and assessment metrics used in

previous research. A concise overview of the diverse models utilised to tackle class
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imbalance in energy consumption anomaly detection, detailing their specific datasets,
training methodologies, and corresponding performance metrics.is described. This
analysis lay the groundwork for the development of a strong deep ensemble anomaly
detection model.

‘A combined genetic optimization with AdaBoost ensemble model for anomaly

detection in buildings electricity consumption ““ [134]

This study proposes a genetic algorithm-optimized ensemble model for electricity
theft detection. Initially, the SMOTE is employed as an auxiliary training approach to
generate synthetic samples that approximate the distribution of real data at a general

level.

This additive and deep history characteristic underpins the modern efficacy of the
AdaBoost ensemble learning algorithm, offering reduced computational cost,
enhanced predictive accuracy, and improved robustness. Subsequently, Principal
Component Analysis (PCA) is applied during preprocessing to extract anomalous
components of electricity consumption through dimensionality reduction analysis.
Finally, an AdaBoost-based ensemble deep learning network is developed to capture
inherent information from extended time series data and identify abnormal
consumption patterns among labelled users. Furthermore, the hyperparameters of this

deep neural network are adjusted using a genetic algorithm (GA).

The experimental findings prove that the proposed model exhibits higher sensitivity
and Area Under the Curve (AUC) compared to other methods, including Support
Vector Machines (SVM), Random Forests (RF), and traditional Artificial Neural
Networks (ANN), when evaluated on electricity consumption data from smart meters
belonging to the SGCC[134]. However, the method's performance remains partially
dependent on a relatively limited number of users with subtle distinguishing
characteristics. For instance, instances involving minor electricity theft can be
effectively concealed, and normal users exhibiting frequent load fluctuations (Tload)
due to events like business trips may be misclassified as electricity thieves. To address
these limitations, future research could focus on refining hyperparameter optimization

techniques, training methodologies, and feature extraction methods.
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“An adaptive synthesis to handle imbalanced big data with deep Siamese network for

electricity theft detection in smart grids “ [135].

This study addresses the class imbalance problem by employing Adaptive Synthetic
Sampling (ADASYN). To discern the characteristics of legitimate and fraudulent
energy consumers, deep Siamese networks (DSNSs) with a composite architecture of
Long Short-Term Memory (LSTM) and Convolutional Neural Network (CNN) are
utilized. The CNN module is designed to extract spatial features from weekly energy
consumption snapshots, while the LSTM module facilitates sequential pattern
learning. Subsequently, the DSN performs classification based on shared
representations derived from both the CNN and LSTM modules. Real-time smart
meter data is analyzed using varying train-test split ratios. Simulation results indicate
the proposed model's superior performance in terms of Area Under the Curve (AUC),

F1-Score, precision, and recall.

However, Deep Siamese Networks, by focusing on learning localized feature
relationships within example pairs, may encounter limitations in capturing global
patterns across multiple features inherent in energy consumption data. Anomalous
behaviours can manifest through novel and intricate interactions that may not be
readily discernible by the pairwise comparison approach of Siamese Networks, which
also emphasizes learning from proximal instances. Furthermore, the CNN
architecture, originally conceived for spatial data analysis, may not inherently
represent temporal variations present in time series data, a common attribute in energy
consumption analysis. Consequently, temporal anomaly patterns might not be entirely

represented by a standard CNN.

While LSTMs excel at capturing sequential dependencies, they may lack the capacity
to encapsulate macroscopic global patterns across all features within energy
consumption data. As a result, subtle anomalous behaviours that do not manifest as

strong sequential deviations might be missed by LSTMs.

“Anomaly Prediction in Electricity Consumption Using a Combination of Machine

Learning Techniques “[92]

This research investigates a two-stage anomaly detection framework for smart meter
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electricity consumption data. Initially, an Isolation Forest algorithm is applied to
classify individual power usage readings as either normal or abnormal, producing a

sequence of labelled data points.

Subsequently, Random Forest and Decision Tree algorithms are employed as
predictive models to forecast the occurrence of power anomalies based on these
generated label sequences. Empirical evaluation of this framework reveals a consistent
ability to detect and predict abnormal consumption events with a 30-minute lead time.
Importantly, the Random Forest performance and Decision Tree algorithms exhibited
no statistically significant difference across various smart meter datasets, training set

sizes, and the length of the input data sequences.

The inclusion of this intermediate classification layer allows for the automated
annotation of data instances as normal or anomalous and subsequently enables
prediction based on the resulting label sequence. This is achieved without directly
integrating the inherent dynamic properties of power consumption data into the
predictive modelling stage. However, a recognized limitation of Random Forest
algorithms is their potential for bias towards the majority class in scenarios involving
imbalanced datasets. The learning process can be disproportionately influenced by the
dominant normal class, which may result in a model optimized for normal instances

but less proficient in identifying anomalies.

Furthermore, the inherent training mechanisms of Random Forests may lead to a
reduced sensitivity towards the minority class, representing the anomalous instances.
As an algorithm aiming to maximize overall classification accuracy, Random Forests
may struggle to effectively learn the characteristic patterns of infrequent anomalies.
Beyond computational efficiency, the presence of rare and intricate anomaly patterns
can pose a significant challenge to the learning capabilities of Random Forests,
potentially leading to an ensemble that insufficiently captures the subtle distinctions

of these infrequent events.
“Electrical Network Fraud Detection Using a CNN and LSTM Model “ [136]

This model is a Deep Learning model composed of a Convolutional Neural Network
Distributed in Time (CNN) as well as Long Short-Term Memory (LSTM). Its
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objective is to explore existing fraud detection techniques, examine the practicability
and effects of CNNT+LSTM models in fraud detection.

It's a time-distributed convolutional layer encapsulated in a 64-layer 1D convnet
configuration, followed by max-pooling operation, producing flat features to feed into
the LSTM Layer with 50 rows (Units). The output layer was one with a sigmoid
activation function. This way the model learns to assign probabilities for both kinds of
results. Compilation of the model used a 0.01 learning rate, the Adam optimizer, and

binary cross-entropy loss.

The data was shaped so as to make the training subset 80% and validation subset 20%
respectively. It was initially considered to use Dropout as a form of regularization, but

it was noted that the model's performance was actually better without it.

Data equalization was achieved by oversampling the irregular instances. But in
datasets with a small number of anomaly instances, CNNs can end up spending a lot
of time on the data that are already present. As a result, CNNs in imbalanced datasets
may impede effective learning of the minority class for them to effectively learn
particular features of anomalies. The CNN model can still attain high accuracy through
prediction of the majority class while paying less attention to the role of class

(anomalies), resulting in reduced effectiveness for anomaly detection.

Repeated duplication of minority class instances during oversampling can lead to
overfitting. Instead of learning broad-based patterns that can be applied across all data,
the model will internalize each case of oversampled examples as if it were memorizing

them and so perform poorly on new samples not previously seen.

Moreover, oversampling means more representation of minority class instances, but
maybe less diversity within the minority class. If anomalies manifest themselves in
various ways, oversampling methods relevant to specific data points might fail to

capture all possible varieties.

“Electricity Theft Detection Using Supervised Learning Techniques on Smart Meter
Data” [137]

The electricity consumption data in this model undergoes preprocessing via

50



interpolation, three-sigma rule-based outlier removal, and normalization. Class
imbalance is addressed using the ADASYN algorithm, which oversamples the
minority class. The resulting balanced dataset is then fed into a Visual Geometry
Group (VGG-16) module for detecting anomalous electricity usage. Classification is
performed by an Extreme Gradient Boosting (XGBoost) model optimized with the
Firefly Algorithm (FA-XGBoost). Performance evaluation is conducted through
simulations and comparative analysis against Support Vector Machine (SVM),
Convolutional Neural Network (CNN), and Logistic Regression (LR) models,
employing the F1 score, Matthews Correlation Coefficient (MCC), Receiver
Operating Characteristic Area Under the Curve (ROC-AUC), Precision-Recall Area

Under the Curve (PR-AUC), and precision as evaluation metrics.

First, simulation results show that when using the projected ADASYN method with
the FA-XGboost classifier, the classifier scored an F1 - score of 93.7%, precision of
92.6%, and recall rate up to 97%. Second, the VGG-16 module trained and tested
accuracy was 87.2% and 83.5%, which has greater overall performance.

Thirdly, the proposed FA-XGBoost correctly identifies who the true electricity thieves
are, that is, testimony to this predictive power success story! in the recall rate reaches
97%. However, based models like XGBoost could have a bias towards the majority
class in an imbalanced dataset. A potential limitation of the algorithm is its inherent
prioritization of learning patterns prevalent in the majority class, often prioritizing the
maximization of majority class accuracy representing anomalies. Additionally,
XGBoost's default configuration may exhibit reduced sensitivity towards the minority
class, hindering its ability to effectively discern the subtle variations within rare
anomaly patterns. Consequently, the strategic assignment of weights to distinct classes
during the XGBoost model training phase is likely to yield improved anomaly

detection outcomes.
“Electricity Theft Detection in Smart Grids Based on Deep Neural Network “ [138].

Class imbalance is addressed through data interpolation and synthetic data generation.
This study analyzes and compares temporal and spectral domain features, employing
Principal Component Analysis (PCA) for feature extraction. Bayesian optimization

and adaptive moment estimation are utilized for hyperparameter optimization.

51



Validation results demonstrate a 97% Area Under the Curve (AUC), a 1%
improvement over existing works, and 91.8% accuracy, the second-highest benchmark

achieved.

However, PCA's focus on maximizing data variance might not align with the
discriminative features of anomalies, which can be overshadowed by dominant normal
patterns in imbalanced datasets, thus limiting PCA's effectiveness for anomaly
detection. Furthermore, deep neural networks are prone to overfitting, particularly
with imbalanced classes, where the model might learn noise or specific training

patterns, hindering generalization to new data.
“Ensemble machine learning models for the detection of energy theft ““ [8]

This research explores ensemble machine learning (ML) for energy theft detection in
smart grids via customer consumption patterns. Implemented and evaluated were
adaptive boosting, category boosting, extreme gradient boosting, light gradient
boosting, random forest, and extra trees to improve prediction by reducing variance
and bias. To mitigate overfitting, minority oversampling was applied. The
experimental results showed that bagging-based ensemble models outpaced other
evaluated algorithms. Specifically, random forest and extra trees achieved the
maximum Area Under the Curve (AUC) score of 0.90. Furthermore, precision analysis

indicated that the proposed bagging methods were superior.

However, the study pinpoints the importance of effective hyperparameter tuning for
determining optimal ensemble weights, which is a complex but critical step towards
maximizing anomaly detection performance and classification accuracy. The research
also notes that ensemble models can be vulnerable to noisy or irrelevant features,
especially if anomalies introduce such noise. Finally, the effectiveness of the ensemble
is contingent upon the diversity of its base models, as limited diversity can hinder its
ability to capture a comprehensive range of anomaly patterns and effectively deal with

class imbalance.

“Fault detection based on one-class deep learning for manufacturing applications
limited to an imbalanced database” [139]
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A novel fault detection model is proposed, integrating residual computation, one-class
classification (Isolation Forest and OCSVM), and deep learning-based time-series
prediction. Four networks—MLP, ResNet, LSTM, and ResNet-LSTM—were trained
solely on successful production instances for this prediction task.

The residuals generated from these predictions were then used as refined features for
the one-class classification component. Evaluation on actual die-casting mass
production data showed substantial gains: overall accuracy increased to 96.0% (from
90.0%), manufacturing defect detection accuracy rose to 96.0% (from 84.0%), and the
Area Under the Receiver Operating Characteristics (AUC-ROC) improved to 98.96%
(from 87.56%). Notably, while ResNet—-LSTM was better at predicting successful
production, ResNet performed best in detecting production failures. This highlights
the potential of one-class deep learning for extracting informative features from time-
series data for one-class defect detection. Nevertheless, the inclusion of OCSVM
introduces several limitations. Optimizing its hyperparameters (kernel parameters and
the 'nu' parameter) can be challenging and significantly impacts performance,

especially in the presence of class imbalance.

Moreover, OCSVM's assumption of a unimodal distribution of normal data can be
problematic if the actual distribution is multimodal, potentially hindering its ability to
model normal behavior and detect anomalies effectively. Lastly, the effectiveness of
OCSVM is heavily reliant on the quality of the engineered features; poorly
representative features can lead to suboptimal anomaly detection results.

“Imbalanced learning algorithm based intelligent abnormal electricity consumption
detection *’[13]

This paper explores a methodology for Automatic Event Categorization (AEC)
detection that initially examines two efficient algorithms through the lens of data
balancing (using K-means clustering and SMOTE) and data weighting, employing a
kernel extreme learning machine (KELM)-trained artificial neural network (ANN).

The study further investigated more deep representation network-based ELM (EH-
DrELM), which is an enhanced multiclass AdaBoost imbalanced learning algorithm
(AdaBoost-1D), and the deep weighted ELM (DWELM). A critical consideration
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regarding this approach is the use of SMOTE for data balancing. SMOTE's inherent
assumption of feature independence poses a challenge, as it can generate synthetic
instances that do not accurately reflect the minority class distribution when features
exhibit correlations.

Furthermore, SMOTE may have challenges in effectively capturing the nuanced and
infrequent patterns associated with anomalies, particularly if these anomalies are
infrequent or have diverse characteristics, potentially leading to synthetic data that
underrepresents their true complexity. Lastly, SMOTE's vulnerability to noisy data
within the minority class is a concern, as it can propagate this noise into the generated
synthetic samples, potentially impairing the overall performance of the detection

algorithms.

“Intelligent Anomaly Detection Method of Gateway Electrical Energy Metering
Devices using Deep Learning” [140]

A hybrid deep-learning model combining Stacked Autoencoders (SAE) and LSTM is
proposed for intelligent anomaly detection in gateway electrical energy metering
devices. This SAE-LSTM model initially utilizes SAE to draw out deep latent features
from three-phase voltage data. Subsequently, LSTM leverages these features to
distinguish anomalous events. A key strength of this model is its potential to
effectively capture the temporal dependencies within the electrical data, yielding
improved anomaly detection accuracy. Simulation results under varying signal-to-
noise ratios confirm the benefits of the SAE-LSTM approach.

Real-world dataset evaluations further demonstrate its applicability for anomaly
detection in practical gateway energy metering systems. Nevertheless, the reliance on

SAEs for feature extraction introduces certain limitations.

Highly variable or patternless energy consumption anomalies may hinder SAEs from
learning a clear latent representation. Additionally, the static nature of the SAE
representation can be a drawback when dealing with dynamic or evolving anomaly

patterns, potentially leading to missed novel anomalies.

Furthermore, the assumption of a unimodal distribution in the SAE's latent space may
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limit its capacity to effectively represent the diversity of both normal and anomalous

data if their distributions are multimodal or complex.

“Real-World Anomaly Detection by Using Digital Twin Systems and Weakly
Supervised Learning “[141]

This paper introduces a Digital Twin-augmented training dataset, simulating normal
machinery operation with limited real-world labelled anomalies. A Siamese
Autoencoder (SAE) architecture, coupled with a cluster centers (CC) strategy, is

proposed for anomaly detection in poorly supervised settings.

Evaluated on a real-world facility monitoring dataset against state-of-the-art
algorithms using diverse metrics, the proposed SAE-based solutions significantly

outperformed benchmarks across hyperparameter settings.

However, SAEs require sufficient anomaly examples for robust similarity metric
learning, potentially limiting generalization with scarce anomalies. Extreme class
imbalance may bias SAEs towards dominant normal patterns, hindering minority
anomaly representation. Furthermore, SAEs may struggle to capture sparse, scattered

anomalies due to limitations in the learned similarity metric.

“Self-Adaption AAE-GAN for Aluminium Electrolytic Cell Anomaly Detection”
[142]

A novel anomaly detection model utilizes Generative Adversarial Networks (GANS)
to model complex high-dimensional image distributions. The self-adaptive AAE-
GAN converts multi-dimensional time series data into a 2D matrix and trains solely
on normal data. Anomaly detection relies on reconstruction error. Experiments show
high accuracy and speed. However, GANs are susceptible to mode collapse,
potentially underrepresenting diverse anomalies, particularly in energy data.
Controlling realistic generation of rare anomalies is challenging. Class imbalance,

with minority anomalies, can bias generation towards normal patterns.

2.4.2 Empirical Comparison of Deep Learning Architectures
The extant literature demonstrates the predominant utilization of Random Forests and
Support Vector Machines among classical machine learning methodologies for
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tackling class imbalance in the context of energy consumption anomaly detection.
Conversely, recent trends indicate a significant increase in the utilization of deep
learning models, notably CNNs and LSTM networks. Among all the models, the most
widely used training technique is the oversampling minority class. Finally, five metrics
are commonly used to assess the numerous deep learning and machine learning
models. These consist of precision, recall, accuracy, area under the curve (AUC), and

F1 score.

Although the conventional machine-learning-based models have demonstrated
success in dealing with class imbalance challenge in the anomaly detection in energy
consumption data, the deep-learning-based models have, on the other hand, shown
success to a greater extent. Support Vector Machines face the main challenge of
struggling to effectively handle sparse anomalies, particularly when these anomalies
are scattered across the feature space. The model might fail to capture the nuanced
patterns of rare anomalies owing to the focus on maximizing the margin between
classes. Random Forests also struggle to effectively detect rare anomalies, especially
when the anomalies are sporadic or occur infrequently. The aggregated decision of
multiple trees in ensemble methods may inadequately capture the subtle characteristics
of rare anomalies. The higher performance of deep learning models over classical
approaches in addressing class imbalance is attributed to their capacity for automated
learning of intricate representations. However, Convolutional Neural Networks
(CNNs) face a primary limitation in effectively capturing sparse anomalies distributed

across the feature space.

The hierarchical feature learning process may not focus adequately on learning
representations specific to rare anomalies. They also struggle to learn from multimodal
distributions of anomalies effectively. If anomalies exhibit complex structures or
multiple patterns, CNNs might not capture the full diversity of the data. Long Short-
Term Memories (LSTMs) face the main challenge of struggling to effectively learn
from multimodal temporal distributions of anomalies. Complex or diverse anomaly
patterns across different time scales might pose challenges for LSTM-based anomaly
detection. They are also sensitive to class imbalance, especially when anomalies are
significantly underrepresented. The model prioritizes learning from the majority class,

reducing its sensitivity to anomalies.
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Therefore, future research should prioritize the development and rigorous tuning of
deep neural networks to effectively capture complex patterns in imbalanced energy
consumption data. This approach offers a promising avenue for creating more robust
anomaly detection models capable of addressing class imbalance challenges.
Moreover, adoption of an effective transfer learning strategy in the training process of
these models is also promising. The process of applying knowledge from one task to
another is known as transfer learning. It allows the model to transfer learned features
from a source task, where anomalies may be more evenly distributed, to a target task.
Transfer learning would further leverage the information from well-balanced datasets
that would further improve anomaly detection in imbalanced scenarios. This further
improves on the deep learning technique through an improved training process so as
to create a more effective model that effectively handles the class imbalance
challenges in anomaly detection in energy consumption. Moreover, adoption of the
ensemble method in the deep models would solve the overfitting challenge where each
base model is trained independently, and the diversity helps prevent overfitting
because different models may focus on different aspects of the data.

The critical analysis of popular evaluation metrics for class-imbalanced anomaly
detection in energy consumption indicates that the optimal metric selection depends
on dataset characteristics and the prioritized aspects of model performance. For
example, the Precision recall curve has shown greater success since it better reflects
the correct prediction of the minority class compared to the other metrics. If false
positives or false negatives have different implications, precision or recall might be
more critical. Similarly, AUC-ROC or AUC-PR can be effective when the balance
between true positives and false positives is crucial. Metrics that take into account
unbalanced classes, such as recall, precision, F1 score, AUC-ROC, or AUC-PR, are
very important in the detection of anomalies in energy consumption, which are
frequently uncommon events. However, it is important to consider selecting multiple
metrics to comprehensively evaluate model performance, as no single metric can fully

capture the performance in all aspects.

Notably, the ongoing development of techniques to mitigate class imbalance
challenges is evidenced by the study of transfer learning, ensemble methods, and

specialized architectures like convolutional and recurrent neural networks. As the rich
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tapestry of existing research is navigated, it becomes evident that the quest for
effective anomaly detection in energy consumption goes beyond. The synthesis of
varied perspectives offered in this review sets the stage for the development of novel
frameworks that can robustly handle the complexities of class imbalance, ultimately
contributing to the advancement of anomaly detection in the dynamic realm of energy
consumption systems. Moving forward, this literature review serves as a core tenet for
the subsequent phases of this research study. The identified gaps, challenges, and
successes pave the way for the formulation and evaluation of innovative anomaly
detection models tailor-made specifically for the exceptional characteristics of

imbalanced energy datasets.

2.4.3 Performance Metrics for Evaluating Models

Evaluating models designed to address class imbalance challenges in anomaly
detection for energy consumption involves thoughtful consideration of metrics that
capture the performance across normal and anomalous instances [143] In this context,
several key metrics provide valuable insights into the effectiveness of these models:

2.4.3.1 Precision and Recall

Precision metric assesses the accuracy of the model when it predicts an instance as
anomalous. A high precision indicates that the majority of instances predicted as
anomalies are indeed anomalous. Recall gauges the model's ability to capture all actual
anomalies. A high recall signifies that the model effectively identifies most of the true
anomalies in the dataset [144].

2.4.3.2 F1 Score

The F1-score, also known as the harmonic mean of precision and recall, offers a
balanced performance metric by considering both false positives and false negatives.
It is particularly useful in scenarios where there is an imbalance between normal and

anomalous instances[145].

2.4.3.3 Area Under the Receiver Operating Characteristic Curve (ROC-AUC)
ROC-AUC assesses the model's discriminatory ability between normal and anomalous
instances across varying decision thresholds, with a higher AUC signifying superior

discrimination. [146]
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2.4.3.4 Area Under the Precision-Recall Curve (PR-AUC)

Similar to ROC-AUC, PR-AUC focuses on precision and recall. It is particularly
informative in imbalanced datasets, offering insights into the trade-offs between
precision and recall at various decision thresholds [146],[147].

2.4.3.5 Confusion Matrix
The confusion matrix offers a detailed tabulation of true positives, true negatives, false
positives, and false negatives, serving as a basis for calculating other metrics and

offering a granular understanding of model performance [1].

2.4.3.6 Matthews Correlation Coefficient (MCC)
The Matthews Correlation Coefficient (MCC) puts into consideration all elements of
the confusion matrix, providing a balanced measure of classification performance.

When working with unbalanced datasets, it is quite helpful [148].

2.4.3.7. Balanced Accuracy
Balanced accuracy considers the imbalance in class distribution and calculates an
accuracy score those accounts for both normal and anomalous instances. It provides a

fair representation of overall model performance [80].

2.4.3.8 Precision-Recall at k (PR@K)
Precision-Recall at k evaluates precision and recall at a specific threshold (k). It helps
understand the model's performance at different decision points[65], [144]

2.4.3.9 False Positive Rate (FPR) at Different Thresholds
Examining false positive rate at various decision thresholds provides insights into the

model's ability to minimize false alarms while detecting anomalies [149].

2.4.3.10 Area Under the Cumulative Gain Curve (AUC-CG)
AUC-CG assesses the model's ability to rank anomalies higher than normal instances.

It is particularly relevant when prioritizing the detection of critical anomalies [146].

In summary, a comprehensive evaluation of models dealing with class imbalance
challenges in anomaly detection for energy consumption requires a combination of
precision, recall, and other metrics that consider the unique characteristics of
imbalanced datasets. These metrics collectively provide a nuanced understanding of
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the models’ performances, guiding the development of reliable and robust anomaly

detection systems.

2.5 Ethical Considerations in Deep learning

The application of deep ensemble models for anomaly detection in energy
consumption data raises significant ethical considerations, spanning privacy, fairness,
transparency, and environmental impact. This review critically examines relevant

literature to assess these ethical dimensions.

2.5.1 Privacy and Data Security

Energy consumption data, despite seeming innocuous, can disclose sensitive
information about individuals' daily activities and lifestyles, raising substantial privacy
concerns [150]. Granular data from smart meters, when analyzed, can infer occupancy
patterns, appliance usage, and even sensitive personal information. Anonymization
methods, such as data aggregation and differential privacy, are employed to mitigate
these risks [151]. However, their limitations are evident; re-identification attacks,
leveraging auxiliary data, can compromise anonymized datasets. Moreover, anomaly
detection systems, if compromised, can expose vulnerabilities in the energy
infrastructure, with potentially catastrophic consequences. Security implications
extend to unauthorized access, the risk of data breaches, and manipulation of anomaly
detection algorithms. Regulatory frameworks, for instance the General Data
Protection Regulation (GDPR) and industry-specific standards, are crucial for
enforcing data protection and accountability [152]. However, the dynamic nature of

Al and energy technologies necessitates continuous adaptation of these frameworks.

2.5.2 Fairness and Bias

Anomaly detection algorithms, when trained on biased datasets, can perpetuate and
deepen existing societal inequalities [153] Potential biases can arise from data
collection processes, feature selection, and model training, leading to disparate
impacts across different communities. For example, false positives in low-income
communities might result in unwarranted service disruptions, while false negatives in
affluent areas could lead to undetected energy theft. Methods for bias detection, such
as fairness metrics and adversarial debiasing, are essential for mitigating these risks.
Equitable distribution of benefits from advanced energy monitoring, including energy

savings and improved grid reliability, is crucial for fostering social justice. Recent
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studies have emphasized the need for intersectional fairness, considering the combined

effects of multiple demographic factors [154] .

2.5.3 Transparency and Accountability

The ‘black-box’ nature of deep learning models postures challenges for transparency
and accountability. Disclosure requirements for deployed Al systems are essential for
ensuring that stakeholders understand the decision-making processes and potential
impacts of these systems. Governance structures for algorithmic decision-making,
including clear lines of responsibility and oversight, are crucial for preventing misuse
and ensuring accountability. Audit procedures for anomaly detection models,
including rigorous testing and validation, are necessary for detecting and correcting
errors and biases. Stakeholder engagement in system development and deployment,
including consultations with affected communities and experts, is crucial for building
trust and ensuring that ethical considerations are adequately addressed. The need to
provide clear explanations for detected anomalies is paramount, especially when

anomalies lead to automated actions.

2.5.4 Environmental and Social Impact

The energy footprint of deep learning model training and deployment is a growing
concern, particularly as models become larger and more complex [155]. The
computational resources required for training and deployment of these models can
contribute to greenhouse gas emissions and environmental degradation. Broader
implications for energy conservation and sustainability, including the potential for Al-
driven energy efficiency improvements, must be carefully considered. Social
acceptance of Al-driven energy management, including public trust in the reliability
and fairness of these systems, is crucial for their successful adoption. Ethical
frameworks for responsible Al in critical infrastructure, for example the ‘IEEE
Ethically Aligned Design and the European Commission's Ethics Guidelines for
Trustworthy Al’, provide valuable guidance for ensuring that Al systems undergo
responsible and ethical development and deployment [156]. Social impact
assessments, including analyses of the potential effects on employment and
community well-being, are essential for ensuring that Al-driven energy management

contributes to sustainable development.

The ethical considerations surrounding deep ensemble anomaly detection in energy
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consumption data are multifaceted and require a proactive and interdisciplinary
approach. Future research should focus on developing robust and transparent Al
systems that prioritize privacy, fairness, and accountability, while also considering the
environmental and social impacts of these technologies.

2.6 Literature Review Gaps
A comprehensive review of the literature concerning models for dealing with class
imbalance in energy consumption anomaly detection identified the following key

research gaps:

1. Limitations of Classical Methods: Despite their prevalence, classical machine
learning models like Random Forests and Support Vector Machines exhibit
persistent challenges with class imbalance in this domain. Future research should
prioritize: (a) enhancing SVMs for effective detection of sparse anomalies,
particularly those distributed across the feature space, with a focus on capturing
subtle rare anomaly patterns without exclusive reliance on margin maximization;
and (b) developing Random Forest methodologies that improve the detection of
sporadic rare anomalies through collective decision-making processes more
attuned to their nuanced characteristics.

2. Improvements in Deep Learning Ensembles: While deep learning models
(e.g., CNNs, LSTMs) represent the present cutting-edge for class imbalance in
energy anomaly detection, their full potential remains untapped. A critical area
for future investigation is the development and rigorous training of advanced
deep learning ensemble models specifically designed to address this challenge

effectively.

3. Optimization of Training Strategies: The prevalent use of minority class
oversampling as a training strategy exhibits inherent limitations. Empirical
research is warranted to evaluate and identify optimal training methodologies for
diverse class-imbalanced energy datasets, potentially drawing upon successful

techniques from other domains.

4. Comprehensive Evaluation Framework: The reliance on individual metrics
(e.g., accuracy, AUC, Fl-score, recall, precision) offers an incomplete

assessment of model performance. Future empirical studies must adopt a multi-
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metric evaluation approach to capture a holistic understanding of model
capabilities. Furthermore, research is needed to systematically investigate the
impact of various intrinsic dataset characteristics—including distribution (e.g.,
unimodal, multimodal), noise levels, imbalance ratio, temporal dependencies,
feature space properties, specific anomaly types, data volume, and labeling
quality—on the efficacy of different models and training strategies. This
investigation is crucial for determining the most appropriate approaches for
specific types of class-imbalanced energy consumption data.

2.7 Conceptual Framework

The conceptual framework is defined by its conceptual elements, the relationships
between dependent and independent variables, and the operationalization of these
variables [157]. A conceptual framework is aimed at helping the researcher to
formulate important concepts and develop a theory to support the development of the
resultant model for handling the class imbalance challenges in the anomaly detection
in energy consumption [157]. In this research study, the conceptual elements,
independent variables, moderating variables and dependent variables have been

formulated as follows, in the subsequent sections.

2.7.1 Conceptual Elements

Understanding these conceptual elements helps in understanding the mechanics of the
existing models for dealing with the problem of imbalanced class distributions in the
context of anomaly detection for energy consumption. Moreover, it provides insights
into the models’ strengths and limitations, laying a strong foundation upon which new

models are proposed.

2.7.1.1 Independent Variables

The independent variables are model architecture components and class imbalance
handling techniques. Model architecture components include BILSTM network
configuration (number of hidden layers, hidden unit dimensions, dropout rates), CNN
network configuration (filter sizes and numbers, pooling strategies, activation
functions) and Ensemble integration method (voting mechanisms, weight allocation
strategies). Class imbalance handling techniques, cost-sensitive learning parameters

such as class weight ratios and misclassification costs.
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2.7.1.2 Moderating Variables

Moderating variables are variables that act between the independent variable and
dependent variable and change the strength of their relationship [157]. They provide a
potential explanation or mechanism for how the independent variable influences the
dependent variable [157]. In other words, moderating variables mediate or act as an
intermediate step in the causal pathway between the predictor and the outcome [157].
In this research study, moderating variables included dataset characteristics,
hyperparameter settings and energy consumption context. Data characteristics include
class imbalance ratio (degree of imbalance (normal: anomaly ratio) and distribution
of anomaly types), data quality factors (missing data percentage, noise levels, temporal
consistency). Hyperparameter settings cover learning rates, batch size, training epochs
and regularisation parameters. In the energy consumption context, the following are
of interest: seasonal patterns (weather-related consumption variations,
holiday/weekend effects), grid infrastructure (smart meter deployment density, grid
modernization level) and consumer behaviour patterns (residential vs industrial
consumption, peak usage periods). The technical environment entails computational
resources (available processing power, memory constraints) and real-time

requirements (latency tolerance, update frequency needs).

2.7.1.3 Dependent Variables

The dependent variable in this research was anomaly detection performance derived
from the popular performance metrics for dealing with the class imbalance challenge
in anomaly detection in energy consumption [158]. These metrics include the
Confusion Matrix, Recall, Precision, Area Under the Precision-Recall Curve (AUC-
PR), and F1 score. Figure 2.1 illustrates the relationship between the independent,

moderating, and dependent variables.
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Figure 2.1: Conceptual Framework

2.7.2 Operationalization of the Variables

Variable operationalization involves defining and translating abstract constructs into
measurable and observable indicators [159]. In research and data collection,
operationalization is crucial as it allows researchers to quantify and gather empirical
data to test hypotheses and draw meaningful conclusions [159]. Through the
operationalization of variables, researchers can make the concepts of their study
measurable, making them to put together empirical data that can be analyzed and
interpreted with ease [159]. Clear operational definitions and valid measurement

instruments are vital for warranting the accuracy and rigour of the research findings.

In light of this, this research uses the following steps in the operationalization of
variables: identification of the constructs, operational definitions, selection of the
measurement scales, development of the measurement instruments, pilot testing, data
collection and data analysis. This approach is in line with the one proposed by Ryo

and Rilling [159]. The constructs identified in this research include the specific scores
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of the evaluation metrics from the different models in a variety of energy consumption
data.

The independent and the moderating variables both use the nominal measurement
scale while the dependent variables use the ratio measurement scales. Experiments
were used to collect data on the operationalized variables. The initial experiment, in
the form of a pilot study, was performed to demonstrate the feasibility of conducting
this research study. In order to assess relationships between variables, test hypothesis,
and draw conclusions based on the operationalized variables, data analysis was done

using the R software and appropriate statistical techniques.

2.8 Chapter Summary

This literature review explored the multifaceted landscape of deep ensemble models
for anomaly detection in imbalanced energy consumption data, highlighting the
critical interplay between advanced machine learning techniques and the unique
challenges posed by energy systems. The study reviewed various theories including
the Extreme Value Theory, and Computational Learning Theory. Systems theory
provided a foundational framework, emphasizing the interconnectedness and
emergent behaviour within these complex adaptive systems, while statistical learning
theory elucidates the mathematical underpinnings of model generalization and
complexity. Deep learning architectures, including CNNs, RNNs, BIiLSTMs,
transformers, and GNNs, were reviewed that offer diverse capabilities for capturing
spatial and temporal dependencies, necessitating careful selection and optimization to

address the specific characteristics of energy consumption patterns.

The inherent class imbalance in anomaly detection, where normal consumption vastly
outweighs anomalous events, necessitates the application of specialized handling
techniques. Data-level approaches, including sampling methods, and algorithm-level
approaches, like cost-sensitive learning, have been employed by researchers to
mitigate this imbalance, each with its own strengths and limitations. Hybrid
approaches and appropriate performance metrics, including precision, recall,
accuracy, and AUC-ROC, are noted as crucial for robust model evaluation.
Furthermore, explainability and interpretability methods, including LIME, SHAP,
feature visualization, and attention-based techniques, are essential for building trust

and understanding the decision-making processes of these complex models,
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principally within critical energy infrastructure.

Ethical considerations, encompassing privacy, fairness, transparency, and
environmental impact, are dominant in the development and deployment of Al-driven
energy management systems. Privacy concerns arising from granular energy data
necessitate robust anonymization techniques and regulatory frameworks. Potential
biases in anomaly detection algorithms demand careful bias detection and mitigation
strategies to ensure equitable distribution of benefits. Transparency and accountability
are crucial for building trust, requiring clear disclosure requirements, governance
structures, and audit procedures. Additionally, the energy footprint of deep learning
models and their broader implications for sustainability must be carefully considered.

In summary, the development of a robust deep ensemble anomaly detection model for
imbalanced energy consumption data requires a holistic approach, integrating
advanced machine learning techniques with rigorous ethical considerations. Future
studies may focus on developing adaptive, interpretable, and ethically sound models
that contribute to the efficiency, reliability, and sustainability of modern energy

systems.
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CHAPTER THREE
METHODOLOGY

3.1 Introduction
This chapter presents the research philosophy, research design and approach,
population, sample and sampling procedure, data collection, data analysis and ethical

considerations.

3.2  Research Philosophy

The study employed a pragmatic research philosophy, which emphasises the practical
application of knowledge and the integration of diverse research approaches to address
real-world problems. Pragmatism supports the use of both qualitative and quantitative
techniques, aligning with the interdisciplinary nature of developing a deep ensemble
model for energy systems, where technical efficiency and practical relevance are
paramount. Pragmatism is rooted in the belief that the truth of a concept or method is
determined by its practical consequences. In deep ensemble modelling, the ultimate
goal is to improve prediction accuracy, robustness, and generalization by combining
multiple models. This is a highly pragmatic approach, as the value of each model is
judged not by theoretical elegance alone but by its real-world performance. Pragmatic
philosophy is particularly well-suited for the development of deep ensemble models
because it emphasizes practical outcomes, contextual understanding, and continuous
learning, all of which align with the core principles and goals of ensemble learning in
deep learning contexts. It encourages the exploration of diverse methods, prioritizes
real-world effectiveness over theoretical purity, and embraces continuous adaptation
and learning through experience. Pragmatism aligns with an experimental, trial-and-
error approach. Ensemble development often involves testing different combinations
of models, hyperparameters, and fusion strategies. The "best™ ensemble is determined
empirically.

Ontological Tenets
i. Objective Reality: Energy consumption patterns exist as measurable, objective
phenomena independent of observer interpretation
Ii. Reductionist Approach: Complex energy systems can be decomposed into
analysable components and mathematical relationships

iii. Deterministic Causation: Anomalies result from identifiable, predictable factors
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that can be computationally modelled.

Epistemological Tenets
i. Empirical Validation: Knowledge derived through systematic observation of

energy consumption data and statistical testing

Ii. Value-Free Inquiry: Research findings should be independent of researcher bias,
relying on algorithmic objectivity

iii. Quantitative Measurement: Anomaly detection effectiveness measured through
standardized metrics (precision, recall, F1-score, accuracy, AUC-ROC)

Iv. Methodological Rigour: Ensemble model performance validated through cross-

validation and multiple evaluation frameworks.

This study employed an experimental checklist to conduct experiments on the
effectiveness of the current models used to deal with the problem of energy
consumption class imbalance using a similar set of standard datasets. The evaluation
of such models’ performance, using a standard set of evaluation metrics, was recorded

in a table of results before being analyzed.

The new deep ensemble model was developed based on the analysis findings of the
experimental data from the main experiments. Based on the pragmatic research
philosophy, the discussions and conclusions on the performance of both the newly
developed model and the existing ones, in dealing with class imbalance issues in
anomaly detection in energy consumption data, were based on the ground truth.

3.3 Research Design

This research implemented the mixed methods research design since there was
collection and analysis of both the qualitative and quantitative data. Qualitative
research design is a research approach that focuses on exploring and understanding
the depth and nuances of a phenomenon [160]. Quantitative research design, on the
other hand, is a research approach that is premised on systematic collection and
analysis of numerical data so as to answer research questions, test hypotheses, and
make statistical inferences [160]. In this research, the qualitative study analyzed
literature on models for class imbalance in energy anomaly detection. The Khan et al.
[161] five-step methodology was used during the literature review process. On the

other hand, quantitative research design, entailed the collection and analysis of the
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experimental data from the main experiments, through an experimental design

methodology.

Using the design science methodology that incorporates the quantitative and the
qualitative approach, this research aimed at solving the problem of addressing the
problem of imbalanced class distributions in the context of anomaly detection for
energy consumption, through the design of a new improved Deep Learning Ensemble
Model based on weighted averaging. The research design included a strategy for
achieving the objectives, mapping them to appropriate methods. This process ensured
that the research process is both effective and efficient. The chosen methods are well-
suited to address the research objectives while also taking into account both the
practical constraints and ethical considerations within the research domain of
addressing the imbalance issues in energy anomaly detection. This alignment ensured
that the research study was focused, rigorous, and capable of generating valid and
valuable insights. Table 3.1 shows how the research objectives and questions in this

study were mapped to the respective research methods as proposed by Jarvinen, [162].
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Table 3.1: Strategies to Achieve the Specific Objectives

Objective

Method/Strategy

Description

To investigate existing models
used to handle class imbalance in
anomaly detection for energy
consumption, with the aim of
identifying effective techniques
that can inform model selection
for empirical analysis.

Desktop research
design

The researcher
reviewed journal
articles and
conference papers at
this stage qualitative
data was obtained

To conduct an empirical analysis
of class imbalance handling

models in the domain of anomaly
detection for energy consumption

Experiment

Quantitative data was
obtained from the
State Grid
Corporation of China
(SGCC) dataset on
which appropriate
experiments were
conducted

To develop a deep ensemble
learning model that integrates
cost sensitive learning, a class
imbalance handling technique, for
anomaly detection for energy
consumption data

Design science

The researcher
constructed an
ensemble model from
theoretical and
empirical analysis.

To evaluate the performance of
the newly developed deep
learning ensemble model in
addressing class imbalance
challenge in the domain of
anomaly detection for energy
consumption.

Experiment

Quantitative data was
obtained from the
State Grid
Corporation of China
(SGCC) dataset on
which appropriate
experiments were
conducted.

34 Experimental Design

The experimental research design in this study focused primarily on planning and
conducting experiments, with an aim of investigating on the performance of the
existing best-performing models (CNN, BIiLSTM) for addressing the inherent
challenge of skewed class representation
consumption. The experiments also aimed at investigating on the most effective
training process for the existing models for dealing with class imbalance issues in

energy anomaly detection. In the empirical study, the existing best-performing models
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used in the main experiments were identified through the theoretical analysis process.
Based on the experimental design, research hypothesis was first formulated consistent
with the research questions, before conducting the ablation study and the main

experiments.

The Integrated Development Environment (IDE) for conducting the experiments was
the Google Colab. The sampling strategy used in the selection of the anomaly
detection datasets in energy consumption, models and the training strategies used in
the various experiments are also described. Lastly, the experimental data collection
process and techniques that was used are discussed, including the data analysis
techniques for the experimental data. The proposal to adopt the design science
approach in this research is aimed at enabling a problem-solving approach that
combines elements of applied research, design thinking, and scientific inquiry to
contribute both to the theoretical knowledge and practical applications in the field of

anomaly detection for energy consumption.

3.4.1 Research Hypothesis
The following null hypothesis was formulated for the study:

Ho: “There is no statistically significant difference in F1-score, accuracy, precision,
recall, or AUC-ROC between a deep ensemble model without cost-sensitive learning
and other deep learning-based anomaly detection models on imbalanced energy

consumption data”.

In light of the research hypothesis, the experiments in the research study aimed at

investigating the following:

1. If a deep ensemble learning model integrating cost-sensitive learning
demonstrated statistically significant performance differences in energy
consumption anomaly detection.

2. If a deep ensemble learning model without cost-sensitive learning exhibited
statistically significant performance differences in energy consumption
anomaly detection.

3.4.2 Pilot Study

A pilot study, within the domain of machine learning, denotes a limited-scope, initial
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inquiry undertaken to evaluate the feasibility. and potential challenges of applying
machine learning algorithms to a specific problem or dataset [163]. In this research
study, a pilot study was conducted with the aim of assessing the feasibility of the main
experiments as well as to guide on the selection process of the best performing models
used in the main experiments. The challenges identified during the pilot study were
used as the basis for improving the experimental design in the main experiments. Also,
through the pilot study and the theoretical analysis, the experimental input datasets

and the training processes used in main experiments were identified.

The pilot study provided an opportunity to adjust and fine tune both the experimental
checklist and the observation checklist that were used as the main research instruments
in this empirical study. During the pilot study, a cross-sectional survey on both the
moderating variables and dependent variables of the existing models for dealing with
the problem of imbalanced class distributions in the context of anomaly detection for
energy consumption were investigated on purposively selected models that were
recent and cutting-edge. The deep ensemble model was identified as the independent
variables while the imbalance handling technique and energy consumption dataset
characteristics as the moderating variables. The dependent variables are identified as
the performance indicators of the selected models, measured using a set of evaluation
metrics. Using the cross-sectional survey, an analytical approach was adopted to help
focus on the cause and effect of the moderating variable on the dependent variable,
derived from the performance indicators from the experimental models, as proposed
by Buresh et al. [164].

A controlled experimental design was employed to incorporate controlled alterations
in the deep learning setup and track their influence on a small scale. The control group
was made up of the baseline model configuration and a set of default hyperparameters.
The treatment included optimization algorithms, learning rate, and batch size.

3.4.3 Main Experiments

Conducting main experiments in this research study involved a systematic and
rigorous process that first aims at identifying the independent variables, moderating
variables and the dependent variables. In line with the research hypothesis, the existing
best-performing models, class handling techniques, hyperparameter settings and data

processing methods in energy consumption were identified as the independent
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variables, data characteristics, energy consumption context, as well as technical
environment as the moderating variables, while the primary performance metrics were
identified as the dependent variables. The anomaly detection datasets in energy
consumption used in the experiments were prepared through pre-processing in order

to ensure quality, and split into both the training and the testing datasets.

The various models in the various experiments were trained and run in multiple times,
recording the performance scores for each set of experiments, in a table of results. To
identify the main effects and interactions among the different variables in the anomaly
detection process from the class imbalanced datasets, the factorial design on these
variables resulted in a number of experiments. In Table 3.2, the set of experiments,
based on one of the best-performing models and anomaly detection datasets in energy
consumption using class imbalance handling technique, are presented. For each

experiment, the performance scores were recorded as the evaluation metrics.

Table 3.2: Experiments on the Various Models, Dataset and Class Imbalance

Handling Technique

Model to be used |Anomaly detection dataset |Class imbalance handling
in energy consumption technique

CNN SGCC dataset Oversampling the Minority Class
(SMOTE)

CNN SGCC dataset Cost-Sensitive Learning

CNN SGCC dataset GAN

LSTM SGCC dataset Oversampling the Minority Class
(SMOTE)

LSTM SGCC dataset Cost-Sensitive Learning

LSTM SGCC dataset GAN

BiLSTM SGCC dataset Oversampling the Minority Class
(SMOTE)

BiLSTM SGCC dataset Cost-Sensitive Learning

BiLSTM SGCC dataset GAN

The ensemble model [SGCC dataset Oversampling the Minority Class
(SMOTE)

The ensemble model [SGCC dataset Cost-Sensitive Learning

The ensemble model [SGCC dataset GAN
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3.4.4 Integrated Development Environment & Libraries

The Python IDE in Google Colab was employed to implement the various models used

in the experiments. The choice of Google Colab over Jupyter Notebook was due to the

former providing a free cloud-based environment giving access to Tensor Processing

Unit (TPU) resources and Graphics Processing Unit (GPU) both advantageous for

computationally intensive algorithms. Different Python libraries offer diverse

functionalities. Scikit-learn, Imbalanced-Learn, XGBoost, LightGBM, TensorFlow,

Keras Tuner, PyTorch, Resample-learn, and the Adversarial Robustness Toolbox are

the primary libraries utilised for building, training, and evaluating.

models on

imbalanced datasets. Table 3.3 below shows the names of the different Python libraries

that were used, including their specific uses.

Table 3.3: Python Libraries and Their Uses

Python Library

Specific Use

Scikit-learn

Scikit-learn provide a comprehensive set of tools for
models used to handle class imbalance challenge.

Imbalanced-Learn

This library is an extension of Scikit-learn and specifically]
focus on addressing class imbalance through resampling
techniques and cost-sensitive learning.

XGBoost XGBoost is a powerful gradient boosting library that is used
for tuning the hyperparameters with aim of dealing with the
inherent challenge of skewed class representation in anomaly
detection for energy consumption.

LightGBM LightGBM is a gradient boosting framework used for efficient

training on the models as it includes features to handle
imbalanced datasets

TensorFlow and Keras
Tuner

TensorFlow and Keras Tuner libraries were used for building
and training deep learning models to address class imbalance
challenge.

PyTorch

PyTorch is used for creating dynamic computational graphs
when building neural network models.

Resample-learn

Resample-learn library extends Scikit-learn and imbalanced-
learn functionalities by providing additional resampling
techniques.

IAdversarial-robustness-
toolbox

This toolbox provides tools for assessing and improving the
robustness of models for addressing class imbalance issues in
energy anomaly detection, which was useful in addressing
adversarial challenges in the anomaly detection process.
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3.4.5 Research Instruments

Research instruments are specific tools, instruments, or materials that researchers use
as part of a data collection technique. These instruments are designed to facilitate the
collection of data accurately and systematically. Research instruments are often
developed or adapted based on the research objectives and the chosen data collection
technique. The choice of the research instrument plays a critical role in the quality,
validity and reliability of the research findings [165]. In this research study, an
experimental checklist, and an observation checklist were used as the main research
instruments. These checklists ensure that the experiments on the performance of the
different models were conducted systematically, consistently, and with attention to
important details. They also help in effectively planning, executing, and documenting
the results emanating from the several model experiments, in a variety of anomaly
detection datasets in energy consumption and training processes. The observation
checklist provides a mechanism through which the data from the various experiments
was systematically recorded and documented to maintain consistency, objectivity, and
thoroughness in the observations.

3.4.6 Research Population, Sampling and Sample Size

In this study, the target population is the publicly available SGCC dataset that displays
42,372 customers' daily electricity consumption in kilowatt-hours (kwWh). The dataset
was collected from January 1, 2014, to October 31, 2016 (1034 days). While 3,615
customers are classified as electricity thieves (labelled 1), 38,757 customers are
classified as regular electricity users (labelled ‘0’). Purposive sampling, often referred
to as judgmental sampling, is a type of non-probability sampling in which the
researcher selects study participants by using their professional judgment. Using
expert knowledge of the population in making the decisions about the characteristics
that are important to be represented in the sample is critical to purposive
sampling[166].

This approach is in contrast to probabilistic sampling methods, such as random
sampling, where each unit within the population has the same probability of being
selected for the sample. In machine learning, purposive sampling can be helpful for
both cost and time efficiency as opposed to large random samples that can be

expensive and time-consuming [159]. In line with the purposive sampling strategy,
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results of the theoretical analysis and the pilot study, the three best-performing
models, benchmark anomaly detection datasets in energy consumption as well as the

cutting-edge training processes were selected for use in the main experiments.

These have been presented in the subsequent Section i.e. experimental models,
Experimental Datasets, Pre-processing and Training and Training Processes for the
models. Benchmark datasets, in the context of machine learning and data analysis,
constitute data employed for the standardized evaluation and comparative analysis of
algorithmic performance. These datasets are widely accepted within a particular
research community or field as representative of a specific problem or task [167].
They provide a common basis for assessing the performance of the machine learning
models or algorithms. By using the same dataset, researchers and practitioners can
objectively compare the effectiveness of different approaches [167]. Since benchmark
datasets are publicly available and well-documented, they enable researchers to
replicate experiments and results easily. This helps ensure the reliability and
reproducibility of research findings. Lastly, benchmark datasets enhance the real-
world relevance. Many benchmark datasets are chosen or designed to represent real-
world problems or scenarios. This ensures that the evaluation of models on these

datasets reflects their practical utility [167].

3.4.6.1 Experimental Models

Deep Neural Network architectures have been designed to solve problems in various
domains or use cases. The choice of DNN architecture is informed by multiple factors,
especially for classification problems[168]. DNNs offer three key advantages: first,
their architecture enables the effective modelling of complex, non-linear dependencies
inherent in energy consumption data. Second, they facilitate automated feature
extraction from raw inputs. Third, DNNs frequently demonstrate superior, leading-
edge performance in binary classification problems compared to conventional
machine learning techniques like logistic regression and SVMs[168]. For purposes of
this study, close attention is paid to CNNs, LSTM and BiLSTM models. The choice
of these models was based on the promising results during both the theoretical analysis
process and the pilot study. The newly developed model was known as the Deep
Learning Ensemble Model for Handling Class Imbalance Challenge in the Anomaly
Detection in Energy Consumption. This model was developed from the study of the
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experimental data from the main experiments, besides the insights from the theoretical

analysis.

3.4.6.2 Experimental Datasets, Pre-processing and Training
SGCC dataset was used as the experimental dataset in this research study. Table 3.4
shows the description of the high-dimensional benchmark dataset downloaded from

the machine learning repositories.

Table 3.4: Description of the Experimental High-Dimensional Dataset

Experimental |Description Number of records  |Year of
Dataset publication
State GridThe dataset displays 42,372(1,048,576 per meter 2016
Corporation oficustomers' daily electricity]
China (SGCC)consumption in kilowatt-
dataset hours (kwWh). While 3,615
customers are classified as
electricity thieves (labelled
‘1), 38,757 customers are
classified as regular
electricity users (labelled
‘0).

Data pre-processing is an integral step in machine learning and entails pre-processing
the raw data making it appropriate for modelling. Undeniably, a majority of real- world
datasets are noisy, imperfect, and quite challenging for determining the behaviour of
this data [14]. In line with this, the pre-processing of the primary data is very central
in analyzing patterns from the dataset so as to realize accurate results. The raw data
was transformed into numeric vectors. The energy consumption data comprises a
variety of features; some of them are non-numeric types. To be able to use these
attributes as input for the neural network, they were represented as numeric types.
One-hot encoding was used to convert the non-numeric data into numerical ones. Data
normalization aids in accelerating the solution, enhancing the models' accuracy, and
preventing a feature with an exceptionally wide value range from interfering with the
distance computation. The Min-Max Scaling function that maps raw data into a
redefined interval, commonly set as [0, 1] which improves the performance of many

machine learning algorithms by fetching features onto a similar scale. Min-Max
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scaling stabilized gradient descent towards the global minimum [5] as shown in the
following equation:

Xscaled = (X — Xmin)/ (Xmax — Xmin)
3.4.6.3 Training Processes for the Models
Oversampling the Minority Class, Under-sampling the Majority Class, Cost-Sensitive
Learning, Ensemble Methods, Transfer Learning, Data Augmentation, Anomaly
Generation, Custom Loss Functions, Adversarial Training as well as Sequential
Learning and Online Training are common training strategies. Table 3.5 shows the
description of the training strategies applied in deep learning. The outcomes of the

experiments guided the decision-making on the new model's training process.
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Table 3.5: Description of the class imbalance handling techniques

Experimental Training
Methods

Description

Oversampling the
Minority Class

This training strategy duplicates instances of the
minority class to balance the class distribution[117]

Under-sampling the
Majority Class

This training strategy randomly removes samples from
the majority class to achieve a more balanced dataset
[169]

Cost-Sensitive Learning

This training strategy allocates different misclassification
costs to the minority and majority classes. It penalizes
misclassifying the minority class more heavily to
encourage the model to focus on accurately detecting
anomalies [127]

Ensemble Methods
dataset

This training strategy uses ensemble methods like Gradient
Boosting or Random Forests with techniques that handle
class imbalance well. It trains multiple models and
combines their predictions to improve overall performance
[169]

Transfer Learning

This training strategy leverages pre-trained models on
larger, balanced datasets for related tasks and fine-tunes
them on the imbalanced anomaly detection dataset[170]

Data Augmentation

This training strategy generates synthetic instances of the
minority class to upscale its representation in the training
dataset

Anomaly Generation

This training strategy creates synthetic anomalies to
augment the minority class in the training data, ensuring a
more balanced representation of anomalies [171]

Custom Loss Functions

This training strategy designs loss functions that give
extra weight to misclassifications of the minority class
[172]

Adversarial Training

This training strategy introduces adversarial examples
during training to expand the model's robustness and
sensitivity to anomalies [173]

Sequential Learning and
Online Training

This training strategy trains the model sequentially,
updating it as new data is rendered available. This is
mostly beneficial for streaming data in energy

consumption scenarios [174]

3.4.7 Data Collection Process and Techniques

Data collection techniques refer to the methods and procedures used to gather data or
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information for a particular research study. These techniques are employed to collect
primary or secondary data, or both, depending on the research goals and the nature of
the study. Data collection techniques encompass a wide range of approaches, including
surveys, interviews, observations, experiments, and questionnaires. The choice of data
collection technique depends on the research objectives, the type of data needed, the
target population, available resources, and ethical considerations [175]. Experiments
were used to collect data. In the experiments, the performance of the different models
in the anomaly detection dataset in energy consumption was recorded in a table of

results.

3.4.8 Data Analysis Approach

The data analysis was done using the Jamovi software, and the aim was to compare
the performance of the different models addressing imbalance issues in energy
anomaly detection. The analysis was conducted using ANOVA on the performance
metrics of the various models recorded in a table of results. ANOVA, or Analysis of
Variance, is a statistical methodology employed to assess the presence of statistically
significant differences among the means of two or more distinct groups within a given
sample. ANOVA is normally used in hypothesis testing to determine whether there
are statistically significant differences between the means of three or more
independent groups [[176]. ANOVA aids in determining whether reported
performance differences are statistically significant or the result of random variation.
ANOVA is statistically justified for evaluating several models' performance,
confirming ensemble improvements over baselines, and allowing organized post-hoc
analysis to drive model modification. The metrics used in the models' evaluation
process include the Confusion Matrix, Recall, Precision, F1 score, and Area Under the
Receiver Operating Characteristic (ROC-AUC). The analysis results on the
performance of the best existing three models (CNN, LSTM, BiLSTM) from the
literature review were used as the foundation in the design and development of the

newly developed Deep Learning Ensemble Model.

3.5  Model Development

Based on the data analysis results of the experimental data from the main experiments,
the newly developed Deep Learning ensemble Model was designed and implemented
using a design science research design approach. The proposal on the use of the deep
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neural network in the new model was because of the fact from the literature review
analysis, deep networks demonstrate flexibility in the hyperparameter settings during
the training process. This would be a good leverage point in the development of a more
effective model for dealing with the problem of imbalanced class distributions in the
context of anomaly detection for energy consumption. Multi-methodological system
methodology approach to this development composed of four strategies, namely:

theory building, experimentation, observation and system development [177].

Theory building guides the system development process through the ideas contained
in the conceptual framework [177]. Observation was achieved through surveys to
provide important information within the research domain that guides both the
experimentation process and the model development process [177]. In this research
work, the experimentation process provides an avenue to experiment with the different
models in anomaly detection. The experimentation process also provides an avenue to
assess the effectiveness of the new model against the existing one. It also helps to
validate the underlying theories in handling the class imbalance issues in anomaly
energy detection. A model development process consisting of five stages, as proposed
by Nunamaker et al., [177] was adopted. These stages include: conceptual design,
model architecture, model design, prototyping and experimentation. These have been
explained in detail in the subsequent sections.

3.5.1 Application of Design Science Research in Deep Ensemble Model
Development

This study adopts the Design Science Research (DSR) methodology to guide the

development of a robust deep ensemble model for anomaly detection in energy

consumption data. DSR offers a structured approach to constructing and evaluating

artifacts intended to solve complex, real-world problems, making it well-suited for the

domain of intelligent energy systems. The following six-step process was employed:

1. Problem Identification and Motivation
The initial phase involved identifying the critical challenge of detecting anomalies
within energy consumption datasets, which are often characterised by high
dimensionality, temporal dependencies, and severe class imbalance. Such
anomalies, though rare, can indicate inefficiencies, faults, or security breaches in

power systems. The motivation stems from the need for intelligent models
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capable of timely and accurate anomaly detection to enhance energy management

and infrastructure resilience.

Define the Objectives for a Solution

The solution objectives were defined based on the problem context. The ensemble
model was expected to: (i) accurately detect rare anomalous consumption events,
(if) maintain high recall and precision despite imbalanced classes, (iii) generalize

well across different energy consumption patterns.

Design and Development of the Artifact

A deep ensemble model was designed as the core artifact. The model combines
two deep learning architectures that is Convolutional Neural Networks (CNNs)
and Bidirectional Long Short-Term Memory (BiLSTM) networks. To address
class imbalance, cost-sensitive training was integrated. The design ensured

robustness, diversity among learners, and improved generalization capabilities.

Demonstration
The developed ensemble model was applied to publicly available and proprietary
energy consumption State Grid Corporation of China (SGCC) benchmark dataset.

These cases validated the model’s applicability in operational contexts.

Evaluation

Model performance was rigorously evaluated using metrics appropriate for
imbalanced classification, including Precision, Recall, F1-score, and Area Under
the Receiver Operating Characteristic Curve (AUC-ROC). Statistical tests such
as the paired t-tests and ANOVA were employed to compare the deep ensemble
model against baseline approaches and state-of-the-art deep ensemble models and
determine significance in performance differences. The ensemble model

consistently outperformed individual models.

Communication

The final step involved documenting the research findings, model design, and
evaluation outcomes. This includes academic dissemination through peer-
reviewed journal submission and the thesis.

By following the DSR framework, the study ensured a systematic approach to
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model development, from conceptualization to practical validation.

3.5.2 Conceptual Design

This stage entails developing a conceptual framework. This framework assists the
researcher in formulating key concepts and developing a theory to aid system
development [177]. In this research study, the conceptual design consists of three
variables that is independent variables, moderating variables and dependent variables.
The model architecture components, class imbalance handling techniques,
hyperparameter settings and data processing methods were used as the independent

variables.

The data characteristics, energy consumption context and technical environment were
used as the moderating variables while the primary performance metrics were used as
the dependent variables in the conceptual design of the new model. Through the
conceptual design, the blueprint of the new model was defined as follows: The energy
consumption dataset was first input into the model. After this, the data was processed
by handling both the missing data and the temporal aggregation. The feature
engineering process and the training are then selected for model training. The model
was finally evaluated and tested using a set of standard metrics. A conceptual model
flowchart demonstrating the Ensemble model development flow is as shown in Figure
3.1.
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Figure 3.1: Conceptual Model Flowchart for Ensemble Model Development

3.5.3 Model Architecture

This stage entails the creation of a model architecture that serves as a blueprint for the
model construction process. It also describes model components in terms of
functionality, structural relationships, and dynamic interactions between them [177].
In this study, the energy consumption dataset was first input into the model. After the
data pre-processing, the anomaly detection engine in the new model first performs
feature engineering and a training process. The model was further evaluated and tested
using a set of metrics. The intrinsic anomaly detection validation mechanism validates
the quality of performance by comparing it with the model’s output and the training-

related hyperparameter settings.

The best training-related hyperparameter settings were picked at the model’s best
performance. Relatively low-performance scores trigger the deep model to perform
further adjustments on the training-related hyperparameter settings to tune to better
settings that improve the model’s performance. The start of the self-adapting anomaly
detection engine to the end of the stage where the best training-related hyperparameter
settings are generated forms the top-level model, while the actual classification task
by the model forms the baseline model. Figure 3.1 shows the architecture of the new
Deep Learning Ensemble model for handling the class imbalance problem in anomaly

detection in energy consumption.
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Figure 3.2: Architecture of the Deep Learning Ensemble Model for Addressing
the Class Imbalance Challenge

3.5.4 Model Design

This phase involves model design and analysis. This involves understanding the area
under study, using pertinent scientific and technological knowledge, developing a
variety of alternatives, and synthesizing and assessing different solutions presented
[177].In this research, the module design mainly focused on the setting up of detailed
specifications for the model, including its architecture and its components. In the
module design, the motivation was to create an effective model for handling the class
imbalance problem in the anomaly detection of energy consumption data. The model
design process mainly focused on the architecture and the interaction of different
components of the self-adapting anomaly detection engine. The best-performing
training process in the existing models (source task) was used to perform supervised
transfer learning on the training process in the new model (target task), making it more
effective in the training process and subsequently in addressing the class imbalance
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problem in anomaly detection in energy consumption data.

The best-performing existing models (CNN, BiLSTM) were trained on the source task,
using the best-performing training process on the existing models. The knowledge
captured by the existing model using this best-performing training process was
extracted in the form of learned model weights. These learned model weights were
then used to perform transfer learning initialization into the training process of the
new model (or the target task). Fine-tuning process using the new model’s training
process continued iteratively until the model’s performance on the target task was
optimal. Transfer Learning (TL) was chosen over alternative paradigms such as Meta-
Learning and Hybridization in developing a deep ensemble model for anomaly
detection in energy use due to empirical fit, data availability, complexity, and

computational practicality.

3.5.5 Prototyping
In this phase, a prototype model is created to test the new model in an actual
environment. This prototype can be further developed into a finished product and

integrated into a fully functional system [177].

In this research, the rapid application development methodology was adopted to create
the model’s prototype to assess the technical feasibility of the newly developed model.
This prototype also provides an avenue for further improvements on the model,

especially on its training process.

3.5.6 Experiments

This stage involves the evaluation process through experiments. This aids in the
researchers' observation of the model's functioning, performance, and the impacts of
the model [177]. In this research, different experiments were used to advance on the
performance of the new model through the improvement of its training process. First,
experiments were done on the performance of the different training processes in a
variety of models and energy consumption dataset. The best training process was used
to perform the supervised transfer learning process on the new model learning. Figure
3.3 gives an illustration of the five stages together with a description of how these
stages were adopted to fit the development of the new model. The model development

methodology addresses the five stages followed in model development.
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Figure 3.3: Research methodology for system development

3.6 Ethical Considerations

The researcher obtained ethical clearance from the Directorate of Postgraduate Studies
at Murang'a University of Technology before commencing the study. Subsequently, a
research permit was secured from the National Commission for Science, Technology
and Innovation in Kenya, in accordance with national research regulations. In this
research, the guidelines associated with copyright, authorship, and patenting policies,

including data-sharing policies were closely adhered to.

3.7 Chapter Summary

The study employed a pragmatic research philosophy, which emphasizes the practical
application of knowledge and the integration of diverse research approaches to address
real-world problems. A Design Science Research (DSR) approach was employed to
guide the creation and validation of the deep ensemble model. This design enabled the
iterative refinement of the model to ensure its applicability in real-world energy
consumption environments. The experimental framework was based on a comparative

evaluation of multiple deep learning models. The deep learning models were trained
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and tested on a time-series energy consumption dataset (SGCC) exhibiting class
imbalance. Experiments were designed to compare the performance of the ensemble
model with individual baseline models using repeated k-fold cross-validation to
enhance robustness. Hyperparameters were tuned using grid search and early stopping
to avoid overfitting. Quantitative analysis was performed to evaluate the model’s
performance across different scenarios. Statistical methods were used to determine
whether observed differences in performance were significant. Evaluation focused on
both overall accuracy and anomaly detection capability, emphasizing recall and AUC
due to the imbalanced nature of the data. Ethical protocols were strictly observed
throughout the study. All datasets used were either publicly available or anonymized

to ensure data privacy.
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CHAPTER FOUR

ANALYSIS OF MODELS FOR ANOMALY DETECTION BASED ON
CLASS IMBALANCE
4.1 Introduction
This chapter helps to address research objective one of the study, which was to “review
existing models used to address class imbalance challenge in the domain of anomaly

detection for energy consumption”

Energy consumption monitoring and management have undergone a significant
transformation with the spread of smart grids and advanced metering infrastructure
[29]. The availability of high-resolution energy consumption data provides a unique
opportunity to enhance anomaly detection, aiding the detection of infrequent patterns
that significantly depart from normal usage patterns. These anomalies can manifest in
various forms, including sudden load changes, equipment malfunctions, unexpected

fluctuations in energy consumption, or potential cyberattacks.

The importance of accurate and timely anomaly detection cannot be overstated, as it
serves several critical purposes. In terms of energy efficiency, anomaly detection helps
identify and address inefficiencies, equipment failures, and energy waste, leading to
substantial reductions in energy consumption and associated costs. Grid stability also
benefits significantly from anomaly detection, as rapid identification of sudden load
changes or equipment failures is essential for maintaining grid stability and preventing

cascading failures that could disrupt power supply.

Operational reliability is another crucial aspect enhanced by anomaly detection. By
identifying and addressing irregularities, it enables proactive maintenance and repair
of critical equipment, minimizing service disruptions and ensuring consistent energy
supply. Furthermore, anomaly detection is pivotal in cybersecurity, serving as a
critical tool for detecting and countering cyberattacks targeting energy infrastructure,
thereby protecting crucial resources and maintaining the integrity of the grid.

However, the intrinsic class imbalance presents a major obstacle to creating efficient
anomaly detection models for energy consumption. By definition, anomalies are

infrequent occurrences. As a result, the dataset becomes skewed, with anomalous
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events greatly outnumbered by typical patterns of energy consumption. As a result of
this class imbalance, machine learning algorithms may be biased towards normal data,

making it difficult for them to detect uncommon but crucial anomalies.

This chapter synthesizes and critically evaluates pertinent literature to clarify the
strengths, weaknesses, and future trajectories of existing techniques, encompassing
both advanced deep learning architectures and traditional machine learning methods,
with a focus on their efficacy in managing class imbalance and their adaptability to

real-world energy data.

4.2  Review of Existing Models

Anomaly detection is a critical task in machine learning that involves identifying
patterns in data that do not conform to expected behaviour. These anomalous patterns
often correspond to significant, rare, or potentially critical events. The review was

thematically carried out.

4.2.1 Traditional Anomaly Detection Methods

Conventional anomaly detection methods for energy consumption analysis are broadly
classified into statistical and machine learning approaches. Statistical methods form
the foundation of anomaly detection, relying on statistical models to identify
deviations from expected patterns. These include techniques such as thresholding,
statistical process control (SPC), and time series analysis, for instance, Autoregressive
Integrated Moving Average (ARIMA) [178] models. While widely used, these
statistical approaches have limitations in their capacity to model complex, non-linear
relationships within energy consumption data and may be particularly sensitive to
noise and outliers.

Machine learning methods offer alternative approaches to anomaly detection, with
SVMs [179] being a prominent example. SVMs function by identifying an optimal
hyperplane that maximizes the margin between different classes in the feature space
thus separating normal data points from anomalies. However, they encounter
challenges when subjected to imbalanced datasets, they become biased towards the
majority class, leading to suboptimal decision boundaries and reduced accuracy in
detecting rare anomalies [137].

K-Means clustering is another machine learning approach that uses an unsupervised
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learning algorithm to group related data points. In this context, anomalies are
identified as data points that fall outside of dense clusters. The method's effectiveness
Is limited by the challenge of determining the ideal number of clusters (k), and it may
struggle to handle complex, non-linear data distributions effectively. Additionally, K-
Means might not accurately identify anomalies that manifest as more than simple

outliers.

The Isolation Forest method takes an ensemble-based approach to anomaly detection,
constructing multiple isolation trees to identify unusual data points [22]. This method
considers data points that are easily isolated from the other items of the dataset as
anomalies. While Isolation Forest can be effective in certain scenarios, it presents
challenges in hyperparameter tuning, and its performance can vary significantly

depending on specific characteristics of data and the degree of class imbalance present.

4.2.2 Deep Learning Models

Deep learning models have emerged as promising solutions for anomaly detection,
distinguished by their capability to automatically learn complex features from data.
Convolutional Neural Networks (CNNs) [180] have been particularly effective in
extracting spatial features from data, enabling identification of anomalies based on
spatial patterns in energy consumption. These patterns might include unusual
variations across different time periods or locations, making CNNs valuable tools for

comprehensive anomaly analysis.

Recurrent Neural Networks (RNNs), particularly Long Short-Term Memory (LSTM)
network [181], excel in analyzing sequential data such as time series energy
consumption patterns. Their architecture is specifically designed to capture temporal
dependencies, allowing identification of anomalies by recognizing deviations from
established temporal patterns and trends. This makes them especially valuable in

energy consumption monitoring where temporal relationships are crucial.

Autoencoders [25] represent another powerful approach in the deep learning toolkit.
The training objective for unsupervised learning models involves the reconstruction
of input data, offering a unique method for anomaly detection. The key principle lies
in measuring reconstruction error — when the model encounters anomalous data, it

typically produces larger reconstruction errors, providing a natural mechanism for
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identifying unusual patterns.

4.2.3 Techniques for Handling Class Imbalance

The challenge of class imbalance in anomaly detection has yielded to the development
of several sophisticated mitigation techniques. Oversampling methods include
Synthetic Minority Over-sampling Technique (SMOTE), which generates synthetic
minority class samples by interpolating between existing minority class instances [31].
This method improves the model's ability to learn from rare events by increasing
minority class representation. Similarly, Adaptive Synthetic Sampling (ADASYN)
generates synthetic samples in regions where the minority class is underrepresented,
strategically focusing on areas where additional samples are most beneficial [135].

Class imbalance can be addressed through various undersampling approaches, ranging
from simple to sophisticated. The most basic method attains a balanced class
distribution by employing a random undersampling technique on the majority class.
In contrast, advanced techniques like NearMiss take a more nuanced approach,
strategically removing the majority class instances that lie nearest to minority class
samples. This method preserves the most relevant information from the majority class
while still achieving the desired reduction in representation.

An alternative strategy for handling class imbalance comes in the form of cost-
sensitive learning. This method implements a sophisticated weighting mechanism
during the training process, assigning higher weights to minority class instances. By
doing so, the model becomes more attuned to identifying rare anomalies, even though
this might lead to increased errors in majority class classification. This trade-off proves
exclusively valuable in circumstances where failing to detect anomalies could have

Serious repercussions.

4.3 Methodology
This research employed a systematic literature review methodology utilizing the five-
step framework advanced by Khan, et al. [161]. This framework provides a structured

approach for conducting a comprehensive and unbiased literature review.
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Framing Research Questions:

a.

RQ1: What models are used to address the class imbalance challenge in
anomaly detection in energy consumption?

RQ2: What are the strengths and limitations of existing models in handling
class imbalance in this domain?

RQ3: What are the key challenges and research gaps in current anomaly

detection approaches for imbalanced energy consumption data?

Identifying Relevant Literature: A detailed search was conducted using

relevant databases, including ACM Digital Library, Google Scholar, IEEE
Xplore, Web of Science, and Scopus. Key search terms included "anomaly

detection,” "energy consumption,” "class imbalance,” "deep learning,"

"SVM," "K-Means," "isolation forest," "oversampling,” "undersampling,”

"cost-sensitive learning,” and combinations thereof.

Assessing Article Quality: Articles were selected based on relevance, quality,

and recency. Inclusion criteria included:

Published within the last five years (between 2019 and 2023) to ensure the
inclusion of recent advancements.

Focus on anomaly detection in energy consumption data.

Explicit discussion of class imbalance handling techniques.

Availability of sufficient information regarding methodology, results, and
conclusions.

Published in reputable academic journals or conferences.

Conducting a Critical Review: A thorough analysis of the selected articles was

conducted, focusing on:

The specific anomaly detection methods employed.

The techniques used to address class imbalance.

The performance evaluation metrics used (recall, accuracy, F1-score,
precision, AUC-ROC, etc.).

The limitations and challenges identified in each study.

The data sources and experimental setups used in each study.
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v. Interpreting Results: The findings were synthesized and interpreted to highlight
key trends, challenges, and promising research directions in the field of

anomaly detection for imbalanced energy consumption data.

4.4 Results and Discussion

4.4.1 Classical Machine Learning Models

In the literature, SVM [16] represent a foundational approach in machine learning-
based anomaly detection, operating by identifying optimal hyperplanes to isolate
different classes in the feature space. While SVMs have demonstrated considerable
success in various classification tasks, they face significant challenges when working
with imbalanced datasets typical in anomaly detection situations [16]. Their core
mechanism of margin maximization, while mathematically elegant, can cause biased
decision boundaries that favour the majority class. This bias becomes particularly
problematic when anomalies are sparsely distributed across the feature space, as the
algorithm may struggle to establish appropriate decision boundaries that can
effectively capture these rare instances[19].

Random Forests, despite leveraging the power of ensemble learning through multiple
decision trees, encounter similar challenges when confronted with imbalanced
datasets. The fundamental issue lies in their training process, where each tree is
constructed using bootstrap samples from the training data[58]. In imbalanced
datasets, these samples naturally contain more instances from the majority class,
leading to trees that are inherently biased towards majority class predictions. Bias
manifests in reduced sensitivity to anomalies, as the collective voting mechanism
tends to favour the predominant class. Even though Random Forests offer advantages
like feature importance ranking and robust performance across various domains, their
effectiveness in anomaly detection can be compromised when the class distribution is
heavily skewed [58]. This limitation becomes particularly apparent in scenarios where
the accurate identification of rare anomalies is crucial, such as in energy consumption

monitoring or fault detection systems.

This inherent bias in both SVM and Random Forest models highlights the importance
of implementing appropriate preprocessing techniques or modifying the base
algorithms to better handle class imbalance. Such modifications might include

adjusting class weights, implementing specialized sampling techniques, or developing
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hybrid approaches that integrates the strengths of multiple methods to achieve more

balanced and effective anomaly detection.

4.4.2 Deep Learning Models

The evolution of deep learning models, particularly CNNs and RNNSs, including
LSTMs, has marked a significant advancement in anomaly detection capabilities
[14],[182],[60]. These sophisticated architectures have exhibited remarkable potential
in identifying and analysing complex patterns within data. Notable research in this field
includes the work of Huang, et al [183], who developed a deep learning-based model
specifically designed for smart grid anomaly detection, achieving significant
improvements in both accuracy and precision. Similarly, Gao et al[184]. contributed to
the field with their deep autoencoder-based model for industrial process anomaly
detection, successfully demonstrating its capability to recognise subtle deviations from
normal operating circumstances. These studies serve as important benchmarks for

evaluating new approaches in this field.

Despite their promising capabilities, deep learning models face several significant
challenges in anomaly detection. A primary concern is their ability to effectively detect
sparse anomalies dispersed across the feature space, particularly in the case of
CNNs[60]. Additionally, these models often struggle with class imbalance, potentially
developing biases that favour the majority class at the expense of detecting rare but

critical anomalies.

4.4.3 Limitations of Existing Approaches

The limitations of existing approaches extend across various domains. The handling
of class imbalance remains a persistent challenge, with many studies relying heavily
on oversampling techniques such as SMOTE [31]. While these methods can be
effective, they risk introducing artificial data points that may not accurately represent
true anomaly distributions, potentially leading to overfitting, especially in data-limited

scenarios.

Each model type exhibits specific limitations. SVMs struggle with hyperparameter
sensitivity, particularly in kernel function and regularization parameter selection. K-
Means clustering faces challenges in optimal cluster number determination and

handling non-linear data distributions. Isolation Forests show sensitivity to
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hyperparameter tuning and may contend with complex, multi-modal anomaly patterns.
Deep learning models, while powerful, face challenges in capturing sparse anomalies
and managing complex temporal dependencies, alongside the persistent problem of

class imbalance during training.

The evaluation methodology of these approaches also requires careful consideration.
While traditional metrics like precision, accuracy, F1-score and recall are commonly
employed, a more inclusive evaluation framework is necessary. This should
incorporate metrics like AUC-ROC, precision-recall curves, and cost-sensitive metrics
that explicitly account for class imbalance. Furthermore, many studies focus on
specific datasets, potentially limiting their generalizability to diverse energy
consumption scenarios with varying characteristics, consumer types, noise levels, and

anomaly patterns.

4.5 Key Insights

Several key insights emerge from this analysis. Class imbalance stands out as a critical
challenge that significantly impacts model performance in energy consumption
anomaly detection. Deep learning models, despite their limitations, offer substantial
potential for improving detection accuracy, particularly in capturing complex patterns
and temporal dependencies. The development of effective class imbalance handling
techniques remains crucial for ensuring system robustness and reliability. Finally, the
implementation of a comprehensive evaluation methodology is essential, considering
various performance metrics while dealing with the specific challenges posed by class

imbalance in real-world applications.

Deep learning models, mainly CNNs and RNNSs (particularly, LSTMs), have shown

promise in capturing complex patterns and increasing anomaly detection performance.

4.6 Discussion

The literature review reveals several crucial challenges and promising directions for
future research in anomaly detection within imbalanced energy consumption data
[16],[20]. The examination of existing models has highlighted significant limitations
across both classical and modern approaches. Classical machine learning models,
including SVM [16] and K-Means [20], though theoretically robust, demonstrate

consistent difficulties in managing the inherent class imbalance in energy consumption
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data. SVMs, despite their strong theoretical underpinning, often produce biased
decision boundaries when confronted with imbalanced datasets, leading to reduced
accuracy in anomaly detection [18]. K-Means clustering, while effective for
identifying data point clusters, shows sensitivity to initial cluster selection and

struggles with anomaly identification beyond simple outliers.

Deep learning approaches, despite their advanced capabilities, face their own set of
challenges. Autoencoders, for instance, can be particularly vulnerable to class
imbalance issues, potentially producing biased reconstructions that compromise their
ability to accurately identify rare anomalies [9]. This highlights the critical need for
developing effective training strategies specifically designed to address class

imbalance in deep learning architectures.

The investigation of more intricate class imbalance handling techniques emerges as a
crucial research direction. While established methods like SMOTE [31],[76] have
demonstrated some effectiveness, their application in complex scenarios often reveals
limitations. Future works ought to focus on developing hybrid approaches that
combine various sampling techniques, and investigate the potential of generative
adversarial networks (GANS) for creating more diverse and representative synthetic

minority class samples.

The integration of external data sources presents a significant opportunity for
enhancing model performance. Energy consumption patterns are influenced by
numerous external factors, including weather conditions, economic indicators, and
social media trends. Incorporating these diverse data sources into anomaly detection
models could provide essential context and improve the capture of complex

consumption patterns.

The development of explainable Al (XAI) models represents another critical research
direction. Model interpretability is crucial for trust and effective human-in-the-loop
decision-making. This transparency becomes particularly crucial when investigating

the root causes of anomalies and ensuring the reliability of detection systems.

Real-time implementation of anomaly detection models stands as a vital consideration

for practical applications. The capability to detect and react to anomalies in real time
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enables proactive measures against equipment failures, cyberattacks, and other
potential threats to grid stability. This capability is paramount to maintaining the

reliability and security of energy infrastructure.

Further, the persistent challenge of minority class representation has been a critical
limitation in traditional anomaly detection methodologies. Researchers have
progressively shifted to sophisticated ensemble learning techniques and generative
models to mitigate this fundamental issue. Ahmed et al. [34] study established the
potential of Deep Ensemble Learning Models (DELM) to overcome data skewness by
employing techniques such as Conditional Generative Network to augment minority
class data. Similarly, the research by [35] utilizing Conditional Generative Adversarial
Networks (CGAN) highlights the importance of advanced representation learning for

distinguishing rare anomalies within predominantly normal datasets.

The implications of these approaches extend beyond mere technical solutions,
fundamentally transforming our understanding of anomaly detection in imbalanced
datasets. By integrating diverse neural network architectures, preprocessing
techniques like batch normalization, and advanced feature extraction methods,
researchers are developing more adaptive and context-aware anomaly detection
frameworks. The proposed research objective of developing a deep ensemble model
directly addresses critical computational theory gaps, seeking to balance detection
accuracy with computational efficiency. Techniques such as the ‘selective ensemble
method for anomaly detection based on parallel learning (SEAD-PL)’ demonstrate the
potential for creating flexible, dynamic frameworks that can adjust to varying data
distributions and capture subtle consumption irregularities [38]. This solution not only
augments the technical capabilities of anomaly detection but also offers a more
nuanced understanding of complex energy consumption patterns, bridging the gap
between computational theory and practical energy management strategies.

These findings institute a strong foundation for subsequent research chapters,
informing the development and evaluation of novel deep ensemble learning
approaches. Future models ought to address existing limitations by incorporating
diverse deep learning architectures, implementing effective class imbalance handling
techniques, and leveraging the comprehensive insights gained from this literature

review.
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4.7 Chapter Summary

This chapter presented an analysis of existing anomaly detection models for energy
consumption data, placing particular emphasis on dealing with the fundamental
challenge of class imbalance. The review encompassed a broad spectrum of
methodologies, ranging from established machine learning approaches like SVMs and
K-Means clustering to advanced deep learning architectures, including CNNs and
RNNs.

A critical finding emerged from this analysis: class imbalance presents a persistent
challenge that significantly impacts model performance across different approaches.
Traditional machine learning models, despite their proven effectiveness in certain
contexts, frequently struggle with accurate anomaly detection due to inherent biases
favouring the majority class. While deep learning models demonstrate promising
capabilities, they too face similar challenges when confronted with rare and complex

anomalies, particularly in highly imbalanced datasets.

The review emphasized the crucial role of effective class imbalance handling
techniques, including under sampling, oversampling, and cost-sensitive learning
strategies. However, the investigation revealed that the success of these approaches
varies considerably depending on specific data characteristics and model architectures,

highlighting the need for context-specific solutions.

Several significant gaps in current research were identified through this
comprehensive review. The shortcomings of classical machine learning models
became apparent, particularly in their ability to deal with complex, imbalanced
datasets. Similarly, the challenges associated with training and evaluating deep
learning models in imbalanced scenarios were thoroughly documented. The review
highlighted the pressing need for more sophisticated class imbalance handling
techniques, suggesting the exploration of hybrid approaches that combine various

sampling methods and the potential utilization of GANSs for creating synthetic data.

The incorporation of external data sources emerged as a promising direction for future
research, with potential benefits from incorporating weather data, economic
indicators, and other relevant external factors. The development of explainable Al

models was identified as crucial for building user trust and enabling effective human-
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in-the-loop decision-making processes. Additionally, the review emphasized the
importance of developing and implementing real-time anomaly detection systems to

ensure timely response capabilities and operational effectiveness.

These findings provide essential insights into challenges and opportunities present in
anomaly detection for imbalanced energy consumption data. The insights gained from
the literature review acted as a foundation for the development and evaluation of novel

deep ensemble learning approaches proposed in subsequent chapters.
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CHAPTER FIVE
EMPIRICAL ANALYSIS OF CLASS IMBALANCE HANDLING MODELS

5.1 Introduction
An experimental study helped to address research objective two, which was “to
conduct an empirical analysis of class imbalance handling models in the domain of

anomaly detection for energy consumption .

Accurate modelling and analysis are severely hampered by the prevalence of class
imbalance in data, especially in the area of anomaly detection. Anomalies, which
frequently indicate odd increases or decrease in usage, are generally uncommon in
energy consumption datasets when contrasted with typical consumption trends.
Models with a predisposition towards the majority class may result from this
imbalance, which eventually reduces their ability to detect important anomalies that
might point to underlying problems like equipment malfunctions or fraudulent

activity.

The need to assess and contrast current class imbalance handling models designed
especially for energy consumption data necessitates an empirical investigation.
Although many methods have been put forth in the literature, the context and type of
dataset can significantly affect how effective they are in practice. This study intended
to provide a data-driven basis for future model development by carrying out an
extensive empirical analysis in order to reveal insights into which approaches function

best under particular circumstances.

This empirical study focused on several well-known strategies that have been utilized
to address class imbalance issues in anomaly detection. Among the techniques chosen
were the Synthetic Minority Over-Sampling Technique (SMOTE), a technique that
balances the dataset by generating synthetic samples for the minority class [27]. Cost-
sensitive Learning, which adds misclassification costs, modifies the learning
algorithm to give the minority class more consideration. This study also used the
Generative Adversarial Networks (GAN). These techniques were selected due to their
widespread use in earlier studies and their theoretical applicability for managing

unbalanced datasets in the context of anomalies in energy consumption.
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The objective of the empirical analysis was to present a thorough assessment of these
techniques using cutting-edge deep learning models by evaluating their performance
using recognized metrics such as precision, accuracy, F1-score, and recall. In order to
guide the development of a more effective deep ensemble model for anomaly detection
in imbalanced energy consumption data, the findings helped clarify the advantages

and disadvantages of each strategy.

5.2 Methodology

This section provides an in-depth examination of deep learning models used in
conjunction with class imbalance handling techniques to discover energy usage
anomalies. The study focused on how well various architectural approaches and data

balancing techniques perform in comparison.

5.2.1 Data Collection and Preprocessing

The SGCC dataset, which offers thorough electricity consumption data labelled for
anomaly detection, was used for the empirical analysis. The dataset displays 42,372
customers' daily electricity consumption in kilowatt-hours (kWh). The data was
collected from “January 1, 2014, to October 31, 2016 (1034 days)”. While 3,615
customers are classified as electricity thieves (labelled 1), 38,757 are classified as
regular electricity users (labelled 0). The SGCC (State Grid Corporation of China)
energy consumption dataset was chosen for its accessibility, anonymized as well as its
ability to fill a substantial research gap in the field of anomaly detection in smart grid
systems. The dataset is publicly available, well-documented, and formatted for time-
series analysis, making it an ideal choice for reproducible research. Because of its
accessibility, other researchers can replicate and extend the work, complying with
open science standards and promoting cross-study benchmarking. As a result, the
SGCC dataset was chosen as a primary data source for model construction and
evaluation because of its availability and representativeness of real-world energy

usage patterns.

Normal consumption patterns are designated as 0 and anomalous patterns as 1 in the
dataset's binary classification system. This methodical approach makes it possible to
distinguish between typical usage patterns and possible theft or equipment failures.
Data preprocessing included preparing sequences that were appropriate for deep

learning architectures, extracting temporal features, and normalizing consumption
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values. As part of the data preparation process, the SGCC dataset was split into training
and test sets using an 80:20 split ratio. The 80:20 data split ratio was chosen to ensure
sufficient training data for robust learning, enable meaningful and unbiased
evaluation, address class imbalance in anomaly detection, and align with widely
accepted standards in machine learning. A smaller training portion could lead to
underfitting, particularly when dealing with high-dimensional time-series data. This
split is commonly referenced in the literature and provides a reliable basis for
comparing results across studies [184], [185]. Anomalies were labelled as “1” and
normal user consumption patterns as “0”, maintaining the dataset's binary
classification structure. The differentiation between typical consumer behaviour and
possible anomalies in energy consumption was made easier by this binary

representation.

5.2.2 Model Architecture and Implementation

Three different deep learning architectures, chosen for their demonstrated abilities in
time series analysis and pattern recognition, were the focus of the experiments. In
addition to max pooling layers that lower dimensionality while maintaining crucial
information patterns, the CNN architecture consisted of several convolutional layers
for feature extraction [136]. Throughout the network, dropout regularization was

applied to reduce overfitting.

The Long Short-Term Memory model's specialized memory cells were created to take
hold of temporal dependencies in the consumption data. This architecture is ideal for
spotting subtle irregularities in energy consumption since it is especially good at
spotting patterns that change over time. This capability is expanded by the
Bidirectional LSTM (BILSTM), which processes sequences both forward and
backward, allowing for more thorough context capture and higher anomaly detection

accuracy.

To address the inherent class imbalance in the energy consumption, three distinct
strategies were used: cost-sensitive learning, the synthetic minority over-sampling
technique (SMOTE), and generative adversarial networks (GANSs). These methods
were used in conjunction with deep learning architectures, notably Convolutional
Neural Networks (CNNs), Long Short-Term Memory (LSTM) networks, and

Bidirectional LSTM (BiLSTM) networks, to improve the detection of rare anomaly
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events. Cost-sensitive learning of the weighted loss function was implemented across
all deep architectures: In CNN, the weighted loss was integrated at the final dense
layer after feature maps were flattened, whereas in LSTM and BILSTM, the loss was
computed after the sequence output was aggregated, guaranteeing that sequential

dependencies were preserved throughout backpropagation.

To address data-level imbalance, SMOTE was used during the preprocessing step to
create synthetic minority class samples. New data points were interpolated into the
feature space between a sample and its neighbours using k-nearest neighbours (k = 5).
According to [11], the use of k =5 in SMOTE is justified by its widespread acceptance
in the literature, ideal balance of diversity and stability, computing efficiency, and
compatibility with deep learning architectures. It ensures that synthetic minority class
instances improve model training while minimizing noise and overfitting risks. This
method was especially effective at increasing the representation of anomalies while
avoiding duplication, hence enriching the training set. SMOTE-generated samples
were integrated before model training and utilized to train all three deep models. The
CNN model got reshaped sequences formatted as image-like tensors, whereas the
SMOTE-enhanced dataset for the LSTM and BiLSTM models preserved its temporal
ordering, ensuring that synthetic sequences were consistent with the networks'
recurrent nature. A third strategy used Generative Adversarial Networks (GANS) to
create realistic samples for the minority class using adversarial training. The GAN
architecture consists of two components: a generator trained to generate synthetic
anomalous sequences and a discriminator trained to distinguish between real and

synthetic sequences.

5.2.3 Experimental Setup

The Google Colaboratory (Colab) platform, with a Python 3.10 integrated
development environment, was chosen for the analysis because of its cloud-based
infrastructure, which enables access to graphics processing units (GPUs) and tensor
processing units (TPUs). These computer resources were crucial for managing the
deep learning algorithms' demanding processing needs. The CNN, LSTM, and
BiLSTM models were developed using the implementation framework using Keras
2.15.0 and TensorFlow 2.15.0. Using Google Colab's cloud computing capabilities, all
simulations were run on Core-i7 computer with 8GB RAM.
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In order to guarantee equitable comparison, the deep learning models were set up with
consistent hyperparameter values as shown in Table 5.1. Among these were the

following configurations:

Table 5.1: Hyperparameter Configurations

Hyperparameter Value

Setting

Batch size 32

Learning rate 0.001

Training epochs 10

Loss function Binary cross-entropy

Optimizer Adaptive Moment
Estimation (Adam)

The Adam optimizer was specifically selected since it can speed up model
convergence through adaptive learning rate adjustment. Given the binary classification
nature of the anomaly detection task, the binary cross-entropy loss function was
determined to be the most suitable for helping the model learn. In order to guarantee
experimental consistency and facilitate direct performance comparisons, these

parameter settings were kept constant across all model implementations.

A robust framework for assessing how well various deep learning architectures handle
imbalanced energy consumption data was produced by the experimental
environment's combination of potent computational resources and carefully chosen
hyperparameters. This configuration made sure that any variations in performance
could be ascribed to the models' intrinsic capabilities rather than changes in computing

power or implementation.

5.2.4 Evaluation Criteria

To achieve a comprehensive evaluation, the evaluation framework incorporated a
number of performance metrics. The Fl-score, precision, recall, Area Under the
Receiver Operating Characteristic curve (AUC-ROC), and accuracy were the focal
metrics [93]. By monitoring training time, memory usage, and inference speed,

resource utilization metrics offered valuable information about realistic deployment
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issues. This rigorous methodology's application made it possible to compare various
model architectures and class imbalance handling strategies in a methodical manner.
The analysis's findings offer important new information about how well different
methods work for identifying anomalies in energy usage data, especially when class

imbalance poses serious problems for model performance.

The purpose of these experimental procedures and assessment standards was to
guarantee the reproducibility and usefulness of the results in actual energy monitoring
systems. A strong framework for contrasting various methodological approaches to
anomaly detection for imbalanced energy consumption datasets is provided by a
thorough model assessment approach, which considers both technical performance

metrics and operational constraints.

5.3 Results of Empirical Analysis

This section details the outcomes derived from the empirical evaluations conducted in
this research. The subsequent subsections present a comprehensive analysis of the
experimental findings, providing quantitative and qualitative insights into the
performance of the proposed methodologies and their comparative effectiveness under

various conditions.

5.3.1 Performance Metrics

Five key performance metrics were used to assess deep learning models for anomaly
detection in energy consumption data. Although accuracy gauged how accurate
predictions were overall, class imbalance made it less informative. Recall assessed the
model's capacity to identify real anomalies, whereas precision quantified the
percentage of correctly identified anomalies among all predicted anomalies. The F1-
score provided a balanced measure between recall and precision particularly crucial
for imbalanced datasets. The Area Under the ROC Curve offered a detailed evaluation

of model’s performance across various classification thresholds.

5.3.2 Comparative Performance of Selected Models

This study assessed how well different deep learning models (CNN, LSTM, and
BiLSTM) performed in detecting anomalies in energy consumption data, both with
and without the use of class imbalance handling strategies such as SMOTE, Cost-

Sensitive Learning, and GAN. Table 5.2 presents the performance metrics of three
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deep learning models (CNN, LSTM, and BiLSTM) for anomaly detection in energy

consumption data without the implementation of class imbalance handling techniques.

Table 5.2: Baseline Models (Without Class Imbalance Handling)

Model Accuracy Precision | Recall Fl-score | AUC-

ROC
CNN 0.891 0.783 0.652 0.712 0.837
LSTM 0.904 0.812 0.678 0.739 0.856
BiLSTM 0.912 0.825 0.691 0.752 0.871

The findings show that each of the three models was somewhat successful in locating
anomalies in the dataset. CNN model demonstrated an F1-score of 0.712, an AUC-
ROC of 0.837, recall of 0.652, accuracy of 0.891, and precision of 0.783. With an
accuracy of 0.904, precision of 0.812, recall of 0.678, F1-score of 0.739, and AUC-
ROC of 0.856, the LSTM model showed a marginal improvement over CNN. With an
accuracy of 0.912, precision of 0.825, recall of 0.691, F1-score of 0.752, and AUC-
ROC of 0.871, the BiLSTM model was the most successful of the baseline models.

These results imply that deep learning models, in particular the BiLSTM architecture,
can detect anomalies in energy consumption data with a respectable degree of
accuracy even in the absence of explicit methods to address class imbalance.
Moreover, the consistently high AUC-ROC values for each model demonstrate their

capacity to distinguish between typical and unusual patterns of energy use.

Although these baseline findings offer a starting point for assessing the efficacy of the
suggested anomaly detection strategy, more research is necessary to determine the
degree to which the incorporation of class imbalance handling strategies can improve
model performance and resolve the problems that imbalanced datasets in this field

inherently present.

Table 5.3 presents the baseline models with class imbalance handling techniques for

anomaly detection in energy consumption data.
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Table 5.3: Baseline Models (with Class Imbalance Handling)

Model Accuracy | Precision | Recall | F1- AUC-ROC
score
BiLSTM 0.98 0.98 1.00 0.99 0.8106
CNN+BIiLSTM 0.98 0.98 1.00 0.99 0.7826
SMOTE CNN 0.50 0.50 1.00 0.67 0.6998
SMOTE LSTM 0.50 0.50 1.00 0.67 0.7938
SMOTE BIiLSTM 0.8311 0.62 1.00 0.68 0.7956
Cost-sensitive 0.8015 0.99 0.80 0.89 0.8112
learning+ BILSTM
Cost-sensitive 0.88 0.99 0.88 0.93 0.75898
learning +CNN
GAN +CNN 0.98 0.98 1.00 0.99 0.5000
GAN+ LSTM 0.98 0.98 1.00 0.99 0.5024
GAN + BiLSTM 0.982 0.98 1.0 0.99 0.6214

Strong predictive power was indicated by the BILSTM model's outstanding
performance, which included high accuracy (0.98), recall (1.00), precision (0.98), and
F1-score (0.99). The AUC-ROC score (0.8106) was comparatively lower, though.
Likewise, the CNN+BIiLSTM ensemble produced outstanding outcomes with high
recall, precision, accuracy, and F1-score; however, the AUC-ROC (0.7826) was also

relatively low.

When SMOTE was applied to CNN and LSTM, perfect recall (1.00) was achieved,
but accuracy significantly decreased (0.50 for both). This raises the possibility of
overfitting because of the minority class being oversampled. When SMOTE was
applied to BILSTM it yielded the best performance as compared to CNN and LSTM
performance with accuracy (0.8311), precision (0.62), recall (1.00) F1-score (0.68)
and AUC-ROC (0.7956).

CNN and BiLSTM models both performed better when Cost-Sensitive Learning was
used. An accuracy of 0.8015, precision of 0.99, recall of 0.80, F1-score of 0.89, and
AUC-ROC of 0.8112 were attained by BiLSTM with cost-sensitive learning. With an
accuracy of 0.88, precision of 0.99, recall of 0.88, F1-score of 0.93, and AUC-ROC of

0.75898, CNN with cost-sensitive learning also showed enhanced performance.

GANSs used in conjunction with CNN and LSTM achieved high accuracy, precision,
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recall, and F1-scores. Nevertheless, both models' AUC-ROC scores were incredibly
low (0.5000 for CNN and 0.5024 for LSTM), suggesting that there may be problems
with either the model's calibration or the calibre of the artificial data produced by the
GAN. When GAN was applied to BILSTM, it yielded the best performance as
compared to CNN and LSTM performance with accuracy (0.982), precision (0.98),
recall (1.00), F1-score (0.99) and AUC-ROC (0.6214). The GAN used together with
either CNN, LSTM or BIiLSTM models' high F1-score but low AUC-ROC can be
explained by the differences in what each metric captures: Fl-score reflects
performance at a single threshold, often optimized during training, while AUC-ROC
demonstrates the model’s global discriminative power across thresholds. This
discrepancy is often a sign of overfitting, poor probability calibration, or a failure to
generalize beyond specific synthetic training examples.

These findings demonstrate the important influence that class imbalance handling
strategies have on model performance. BILSTM models have continuously shown
excellent performance, both by themselves and in conjunction with CNN. A major
factor affecting model performance was the method used to handle class imbalance.
When compared to SMOTE, which showed possible overfitting problems, Cost-
Sensitive Learning seemed to provide a more balanced performance. GANs showed
alarmingly low AUC-ROC scores, despite achieving high accuracy and recall. This
suggests that there may be problems with model calibration or the creation of synthetic
data.

5.4 Discussion

Using various class imbalance handling strategies as shown in Table 5.3, this section
discusses the findings from a comparison investigation of the performance of multiple
deep learning models for detecting anomalies in energy usage data. The discussion
points include the objective of the research, the results in relation to previous research,

the models' strengths and weaknesses, and practical suggestions.

The ever-growing energy demand necessitates efficient management and anomaly
detection in energy consumption data [186]. Anomalies in this context signify
deviations from typical consumption patterns, potentially indicating inefficiencies,
malfunctions, or even cyberattacks like electricity theft [186], [187]. Machine

learning techniques, mostly deep learning models, have demonstrated promising
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capabilities in energy consumption forecasting [188],[189],[190] and anomaly
detection [66],[191],[192]. This study sought to undertake an empirical investigation
of class imbalance handling models for anomaly detection in energy consumption
data. Class imbalance refers to a scenario where a dataset has a significantly higher

proportion of normal data points compared to anomaly data points.

The findings in Tables 5.2 and 5.3 align with existing research on anomaly detection
in energy consumption data. Studies endorse the success of deep learning models,
remarkably the recurrent neural networks (RNNSs) like LSTMs [181],[193],[61] and
convolutional neural networks (CNNs) [66],[194], [1] for capturing temporal
dependencies and spatial features within the data. Our results concur with these
observations, demonstrating strong performance by BiLSTM and CNN models
(Tables 5.2 and 5.3).

Furthermore, the challenges associated with class imbalance are well-documented in
anomaly detection tasks [195]. Our study reinforces these concerns. The baseline
models in Table 5.2 (without class imbalance handling) exhibited a tendency to overfit
towards the majority class (normal data), leading to a drop in anomaly detection

performance.

In the evaluation of deep learning models for anomaly detection in energy
consumption data, it is not uncommon to encounter contradictory performance
indicators across different evaluation metrics. For instance, a model may exhibit high
overall accuracy while achieving low AUC-ROC, suggesting that although the model
predicts the majority class correctly, it fails to effectively discriminate between normal
and anomalous instances. Similarly, a model may record a high F1-score, indicating
strong precision-recall balance at a specific classification threshold, but still report a
low AUC-PR or AUC-ROC, implying that its performance is not consistent across
other threshold settings. Such results often stem from threshold overfitting or over-
reliance on synthetic samples. Moreover, a model demonstrating high recall but low
precision may be effective in capturing the majority of anomalies, but at the expense
of numerous false positives, which can lead to operational inefficiencies due to
excessive false alarms. Conversely, a model with high precision and low recall may
minimize false positives but risk overlooking critical anomalies. This discrepancy can

be especially problematic in real-world deployments where calibrated probabilities are
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necessary for ranking risk or making cost-sensitive decisions. These observations
highlight the limitations of relying on a single metric and underscore the need for a
multi-metric evaluation approach that considers not only classification correctness but

also threshold robustness, ranking quality, and probability calibration.

BiLSTM models exhibited remarkable performance across all evaluation metrics in
both Tables 5.2 and 5.3, demonstrating their exceptional ability to capture and leverage
the temporal dependencies inherent in energy consumption time series data. This

capability proved crucial for effectively identifying anomalous patterns.

CNN models also demonstrated promising results, particularly when combined with
BiLSTM (CNN+BIiLSTM) in Table 5.3. Their strength lies in their ability to
effectively extract spatial features from the data, which can be highly beneficial in

identifying anomalies characterized by unique consumption patterns.

The application of SMOTE, a common oversampling technique for addressing class
imbalance, resulted in a significant decline in accuracy for both CNN and LSTM
models in Table 5.3. This suggests that excessive oversampling of the minority class
(anomalies) can bring about overfitting, diminishing the model's capacity to generalize

to unseen data.

Cost-Sensitive Learning emerged as a more effective approach for handling class
imbalance. By giving more weight to samples from the minority class during model
training, this technique encouraged the model to pay greater attention to anomalies,

leading to improved performance with respect to precision and recall.

GAN-based models attained high accuracy and recall in Table 5.3. However, their
extremely low AUC-ROC scores raised concerns about model calibration and the
quality of the synthetic data produced by the GAN. These low AUC-ROC scores
suggest that the model may not be effectively distinguishing between true and false
positives, potentially leading to unreliable anomaly predictions.

The computational theory reviewed in the literature underscores a pivotal
transformation in anomaly detection methodologies and illustrates the fundamental

theoretical progression that centres on addressing the inherent challenges of
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imbalanced datasets through advanced deep learning techniques. Ensemble learning
and generative models emerge as critical computational strategies that can transcend
traditional statistical approaches, offering more sophisticated mechanisms for
identifying and characterizing anomalous patterns within  predominantly
homogeneous datasets. By leveraging methods such as Generative Adversarial
Networks and Deep Ensemble Learning Models (DELM), researchers can now
generate more representative minority class instances, thus increasing the model's

capacity to detect rare but potentially significant energy consumption anomalies.

The theoretical framework reveals a nuanced approach to computational anomaly
detection that integrates multiple learning paradigms to mitigate the limitations of
single-model methodologies. The research highlighted by Ahmed et al. [34] and
subsequent studies demonstrates the potential of combining diverse neural network
architectures to improve detection accuracy and address data skewness. This
theoretical progression is particularly significant for the proposed empirical analysis
of class imbalance handling models, as it offers a robust conceptual springboard for
the exploration of diverse methods, for example, data augmentation, feature
extraction, and ensemble learning strategies. The emphasis on adaptive models that
can dynamically adjust to varying data distributions offers a compelling theoretical
backdrop for investigating the efficacy of different class imbalance handling

approaches in energy consumption anomaly detection.

From a computational theory perspective, the research critically highlights the ongoing
challenges of model interpretability and computational efficiency in ensemble learning
techniques. The literature review explicitly acknowledges the inherent trade-offs
between detection accuracy and computational complexity, presenting a theoretical
imperative for developing innovative methodologies that balance these competing
requirements. For the proposed ensemble model development, this theoretical context
provides a critical lens through which to evaluate class imbalance handling models.
The research suggests that effective models must not only achieve high detection
accuracy but also demonstrate computational adaptability, interpretability, and
resource efficiency. Techniques such as the ‘selective ensemble method for anomaly
detection based on parallel learning (SEAD-PL)’ and the two-stage approaches
proposed by Kardi et al. [14] and other researchers offer promising theoretical
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frameworks for empirically investigating how different class imbalance handling
strategies can be optimised to address the unique challenges of energy consumption
anomaly detection. Based on these findings, several recommendations can be offered

for practitioners implementing anomaly detection in energy consumption data:

I. Utilize BILSTM and CNN models: Given their strong performance in capturing
temporal and spatial features, BILSTM and CNN models, either individually or
in combination (e.g., CNN+BiLSTM), are recommended for consideration in
anomaly detection tasks within the energy consumption domain.

ii. Employ effective class imbalance handling techniques: To handle the inherent
class imbalance in anomaly detection datasets, practitioners should consider
methods such as cost-sensitive learning.

iii. Conduct comprehensive model evaluation: Evaluate model performance using
a diverse set of metrics, including AUC-ROC, accuracy, recall, F1-score, and
precision to derive a comprehensive insight of model strengths and weaknesses.

iv. Ensure high-quality data: Prioritize data quality by addressing issues such as
outliers, missing values, and inconsistencies. Feature engineering techniques can
also be explored to extract relevant features from the raw data and improve model

performance.

Taking into account class imbalance handling strategies, this examination of Tables
5.2 and 5.3 offered insightful information about how well different deep learning
models perform anomaly detection in energy consumption data. Cost-sensitive
learning was found to be a successful strategy for addressing class imbalance, while
BiLSTM models were found to be high performers. Additionally emphasized were the
drawbacks of SMOTE and the difficulties with GAN-based models. These results
offer useful direction for practitioners in the field and add to the burgeoning field of

study concerning anomaly detection in energy consumption data.

5.5 Chapter Summary

This chapter investigated the performance of several deep learning models for
anomaly detection in energy consumption data, with a special focus on the impact of
class imbalance handling techniques. The analysis, presented in Tables 5.2 and 5.3,

revealed several key findings.
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First, in line with earlier studies, baseline models such as LSTM, CNN, and BiLSTM
showed encouraging accuracy in identifying anomalies in energy consumption data.
However, model performance was greatly impacted by the dataset's inherent class
imbalance. While increasing recall, methods like SMOTE frequently resulted in a
sharp drop in accuracy, raising the possibility of overfitting brought on by an excessive
oversampling of the minority class (anomalies). On the other hand, by giving
anomalous samples larger weights, cost-sensitive learning successfully addressed
class imbalance and enhanced model performance. Superior performance was
continuously shown by BILSTM models, which successfully captured temporal

dependencies in the energy consumption data.

These results offer vital information for creating the suggested deep ensemble model.
The ensemble architecture may be developed to improve anomaly detection
performance by utilizing the best class imbalance handling strategies (such as cost-
sensitive learning) and capitalizing on the advantages of BIiLSTM models.
Additionally, the analysis emphasizes how crucial it is to carefully choose models and
conduct thorough evaluations using a variety of metrics in order to guarantee strong
and trustworthy anomaly detection in energy consumption data. The importance of
resolving class imbalance and choosing suitable models for precise and trustworthy
anomaly detection in energy consumption data is emphasized in this chapter. The
proposed deep ensemble model will be developed using the knowledge gathered from
this empirical analysis with the goal of increasing its accuracy and resilience in

anomaly detection systems in real-world energy consumption scenarios.

The empirical analysis in this chapter demonstrated the varying degrees of
effectiveness among current anomaly detection models and class imbalance handling
techniques. While some methods showed moderate improvements, none achieved
optimal performance across all metrics, especially in precision and recall for detecting
minority class anomalies. These results reaffirm the limitations identified earlier and
highlight the need for a more advanced and adaptive approach. The comparative
findings obtained here serve as a critical benchmark and design reference for the
development of a novel deep learning-based ensemble model. The next chapter
introduces and elaborates on the design, implementation, and architecture of the
proposed deep ensemble model.
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CHAPTER SIX
DEVELOPMENT OF DEEP ENSEMBLE LEARNING MODEL

6.1 Introduction
This chapter presents the results of research objective three, which sought to “develop
a deep ensemble learning model that integrates cost-sensitive learning, a class

imbalance handling technique, for anomaly detection for energy consumption data”.

Building on the empirical insights gained in Chapter Five, this chapter describes how
a novel deep ensemble learning architecture was developed, particularly for detecting
anomalies in data on imbalanced energy consumption. Leveraging the results of the
previous chapter, which highlighted the importance of dealing with the class
imbalance and the potential of deep learning models for anomaly detection. This
chapter concentrates on the development and application of an ensemble model that
incorporates efficient methods for handling class imbalance. The proposed
architecture combines Bidirectional Long Short-Term Memory (BiLSTM) networks
and Convolutional Neural Networks (CNNs) within a cost-sensitive learning

framework to improve model robustness and detection accuracy.

Anomaly detection is one of the many applications for which deep learning has
become a potent tool. LSTM networks and other deep neural networks, such as CNNs
and RNNSs, have demonstrated effectiveness at extracting intricate features from time-
series data, which makes them ideal for examining patterns in energy consumption.
When compared to individual models, ensemble learning, a method that consolidates
predictions from several different models, has been demonstrated to increase

robustness and generalization performance.

In light of the significant influence that class imbalance has on anomaly detection
model performance, this study developed a deep ensemble model that incorporates a
cost-sensitive learning class imbalance handling technique. The implementation of a
deep ensemble model that integrates Convolutional Neural Networks (CNN) and
Bidirectional Long Short-Term Memory (BILSTM) networks with cost-sensitive
learning yields promising results in detecting anomalies in class-imbalanced energy
consumption data. Each component played a complementary role: CNNs extracted

localized spatial features, while BIiLSTM layers captured long-term temporal
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dependencies in bidirectional sequences of energy usage. The incorporation of cost-
sensitive learning, via weighted loss functions, ensured that the model does not bias
toward the majority class (normal consumption) but instead learns to penalize the

misclassification of rare anomalous instances more heavily.

6.2 Architecture Design

The architecture of the deep ensemble model for identifying anomalies in energy
consumption data is described in detail in this section. The primary components
include Convolutional Neural Networks (CNNs) for spatial pattern extraction,
Bidirectional Long Short-Term Memory (BiLSTM) networks for temporal sequence
modeling, and a cost-sensitive learning mechanism for addressing class imbalance.
This architecture incorporates these components to increase anomaly detection
performance, building on the results of the previous chapter, which emphasized the
usefulness of BiLSTM and CNN models as well as the significance of resolving class
imbalance. This diversity within the ensemble helps mitigate the risk of false
negatives, which is critical in imbalanced settings. Additionally, the integration of a
cost-sensitive loss function ensures that the model places greater emphasis on correctly
identifying minority class anomalies by penalizing their misclassification more
heavily. Together, these components enhance the model’s ability to detect rare and
diverse anomaly types while maintaining high overall performance across multiple

evaluation metrics, such as precision, recall, F1-score, and AUC-ROC

6.2.1 Description of the Deep Ensemble Model

By combining the advantages of several deep learning architectures, the proposed
model makes use of a heterogeneous approach. In particular, it combines a CNN and
a BILSTM, two different base models. Energy consumption time series data contains
temporal dependencies that BiLSTM is designed to capture. BiLSTM architecture
enables effective bidirectional processing of input sequences, allowing discovery of
long-range temporal patterns and relationships within the data. This enables
identification of anomalies by looking for deviations from normal temporal trends. On
the other hand, the CNN model excels at locating local features and spatial patterns
within the data. Implementation of convolutional filters on the input data allows CNN
to identify unique patterns associated with a variety of anomalies, such as sudden
spikes, gradual drifts, or recurring events. The perspectives on the energy consumption
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data offered by these two different models are complementary. The CNN concentrates
on local patterns and spatial features, whereas the BiLSTM concentrates on temporal
dynamics. The ensemble model attempts to improve the accuracy of anomaly
detection and obtain a more thorough and reliable understanding of the data by
combining their predictions. When compared to using a single model alone, this
heterogeneous ensemble approach allows for the detection of a greater variety of

anomalies by utilizing the distinct strengths of each base model.

6.2.2 Components of the Architecture

The proposed deep ensemble model comprises several key components:

6.2.2.1 Base Models

a) BILSTM Model: BIiLSTMs are predominantly suitable for time-series data
analysis owing to their ability to capture long-range temporal dependencies [196].
BILSTM effectively learns the temporal context surrounding each data point by
processing the input sequence in forward and backwards directions. This enables it to
recognize anomalies based on exceptions from typical temporal patterns observed in
energy consumption.

b) CNN Model: This component employs a CNN architecture that excels in
extracting local features and spatial patterns within the data [197]. By applying
convolutional filters to the input sequence, the CNN can identify characteristic
patterns associated with different types of anomalies, such as sudden spikes, gradual
drifts, or recurring events that might not be easily detectable through temporal analysis

alone. Figure 6.1 illustrates the final deep ensemble model developed.

118



Validation Set

BiLSTM
with Cost-Sensitive
Learning
Dynamic
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CNN

with Cost-Sensitive
Learning

Figure 6.1: The final deep ensemble model

It shows the two base models (BiLSTM and CNN) trained independently with cost-
sensitive learning. The outputs from these models were then integrated using a
weighted averaging scheme to generate the final ensemble prediction. The weights for
each model are dynamically adjusted informed by their performance on a held-out
validation set to improve the overall ensemble performance. This illustration offers
visual representation of the proposed deep ensemble architecture, further enhancing

the understanding of its structure and operation

6.2.2.2 Class Imbalance Handling

To address the inherent class imbalance in the dataset, the study used cost-sensitive
learning and was integrated into the training process of both the BiLSTM and CNN
models. This technique assigns higher weights to the minority class (anomalies) during
model training [7]. By emphasizing the correct classification of anomalies, cost-
sensitive learning assists in mitigating biasness towards the majority class (normal

data), improving the model's sensitivity to rare events.

6.2.2.3 Ensemble Combination
A weighted averaging system was used to aggregate the predictions from the CNN
and BiLSTM models. This method weights each model's predictions according to how

well each model performs on a held-out validation set. To maximize the ensemble's
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overall performance, the weights are dynamically changed either during training or
following the initial assessment. The ensemble can effectively utilize the strengths of
each base model and adjust to changes in data characteristics thanks to this dynamic

weighting mechanism.

6.2.3 Rationale for Design Choices
The design choices for this deep ensemble model are grounded in the findings of the
previous chapter and informed by relevant literature [181],[61],[194],[1].

6.2.3.1 Selection of BILSTM and CNN as Base Models

I. BILSTM: The inclusion of BILSTM is vital for effectively capturing the temporal
dynamics inherent in energy consumption time series data. By leveraging forward
and reverse processing of input sequences, BiLSTM can effectively learn long-
range temporal patterns, such as seasonal variations, trends, and cyclical
behaviours, which are essential for accurate anomaly detection. This choice aligns
with existing research that demonstrates the effectiveness of RNNSs, particularly
LSTMs, in anomaly detection and in time-series analysis [181],[193],[61].

ii. CNN: The inclusion of CNN enhances the model's capacity in the extraction of
local features and spatial patterns within energy consumption data. CNNs excel at
identifying local patterns and anomalies characterized by sudden spikes, localized
fluctuations, or recurring events. This complements the temporal analysis provided

by the BIiLSTM, providing a more complete comprehension of the data.

6.2.3.2 Integration of Cost-Sensitive Learning

Cost-sensitive learning directly tackles the problem of class imbalance, which was
emphasized in the previous chapter, by giving the minority class (anomalies) higher
weights during model training. This motivates the models to concentrate on accurately
classifying anomalous instances, reducing the imbalance favouring the majority class

and increasing the model's overall sensitivity to anomalies.

These design choices were taken with great care to guarantee the ensemble model has
the capacity of handling the difficulties associated with detecting anomalies in energy
consumption data, such as the data's complex temporal and spatial patterns and
inherent class imbalance. The suggested architecture seeks to attain high accuracy,

robustness, and reliability in anomaly detection by fusing the advantages of various
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deep learning models and implementing efficient class imbalance handling strategies.

6.3 Implementation
The section outlines implementation nuances of the proposed deep ensemble model,
including tools and technologies used, data preprocessing steps, and the training and

validation processes.

6.3.1 Tools and Technologies
A variety of software tools and platforms were used in the development and evaluation

of the suggested deep ensemble model:

i. Programming Language: Python was selected as the main programming
language because of its large library and strong support for machine learning.

ii. Deep Learning Framework: To develop and train the deep learning models,
TensorFlow/Keras was used. To create and implement intricate neural network
architectures, TensorFlow offers an adaptable and effective framework, while
Keras provides an intuitive high-level APl that makes model building and
experimentation easier.

iii.  Cloud Computing Platform: Google Colab was used as the main environment
for development. This cloud-based platform facilitates effective model training
and experimentation by giving users the ability to utilize high-performance
computing resources, for instance, the GPUSs.

iv. Data Science Libraries:

a. Scikit-learn: This extensive library was used for a number of tasks, including
hyperparameter tuning, model evaluation (determining performance metrics), and
data preprocessing (normalization, scaling, etc.).

b. Pandas: This library was used for data manipulation and analysis, enabling
efficient data loading, cleaning, and feature engineering.

c. NumPy: In order to manipulate data and implement models, this library
offered mathematical functions and array operations, among other critical

numerical computing capabilities.

This combination of tools and technologies provided a robust and efficient
environment for the development, training, and evaluation of the proposed deep

ensemble model.
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6.3.2 Data Preprocessing

For the following modelling steps to be both high-quality and effective, thorough data

pre-processing is essential. The SGCC dataset was prepared for model training and

evaluation by taking the following actions:

Data Loading and Cleaning: The energy consumption data were loaded into
the Python environment via the Pandas library. Next, the dataset was thoroughly
checked for missing values and inconsistencies like wrong data input or outliers.
This was then followed by handling the missing values using imputation
techniques (mean imputation, interpolation, etc., depending on missing data
characteristics). These outliers were removed or dealt with accordingly using
winsorization or outlier removal methods.

Data Normalization: The pre-processed data was normalized using
MinMaxScaler from the Scikit-learn library to bring it to a consistent scale and
help in the convergence of the model. This approach involves transforming
data into a specified range (usually between “0” and “1”) to prevent features
with larger scales from overshadowing the learning process. The models
normalized using these techniques also help in the speeds of convergence and
model’s stability during the process of optimization in training.

Data Splitting: The dataset after pre-processing was split into two sets: training
and testing, with an 80:20 ratio. This split made sure that the model was learnt
from a large enough part of the data and that a separate, unseen part of the data

is utilized in evaluating the performance of the model without bias.

The aforementioned pre-processing procedures were critical in establishing data

quality and consistency. This contributed to improved accuracy and reliability of

anomaly detection outcomes during model training and evaluation.

6.3.3 Training and Validation Processes

Rigorous design of the training and validation process ensured a solid and reliable

model evaluation.

Experimental Configuration: An 8GB RAM Core-i7 computer was used for all
experiments. For training and assessing the deep learning models, this setup

offered enough processing power. To speed up training for computationally
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demanding tasks, Google Colab, a cloud-based platform with GPU access, was

used.

ii. Hyperparameter Tuning:

a.  BILSTM: Using grid search, the BILSTM model's hyperparameters, for

instance number of LSTM units, layers, learning rate, and dropout rate, were

carefully adjusted. Table 6.1 shows the BiLSTM parameters.

Table 6.1: BiLSTM Model Parameters

Parameter Parameter Name Value Justification
Category
Architecture Number of LSTM 2 Balances model complexity with
layers computational efficiency
Hidden units per layer | 128, 64 Gradually reduces dimensionality
for better feature extraction
Bidirectional layers All Captures temporal patterns in
both directions
Dropout rate 0.3 Prevents overfitting while
maintaining model performance
Training Batch size 32 Optimal for memory usage and
convergence speed
Learning rate 0.001 Provides stable convergence with
Adam optimizer
Epochs 100 Sufficient for model convergence
with early stopping
Optimizer Adam Adaptive learning rate
optimization
Cost-Sensitive | Class weight ratio 1:10 Reflects class imbalance in

dataset

b. CNN: Likewise, grid search was applied to optimize the CNN model's

hyperparameters, such as kernel size, number of convolutional layers, number

of filters per layer, and the learning rate. Table 6.2 shows the CNN parameters.
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Table 6.2: CNN Model Parameters

Parameter Parameter Name Value Justification
Category
Architecture Convolutional 3 Sufficient for feature
layers hierarchy extraction
Filters per layer 64, 128, Increases feature
256 complexity gradually
Kernel size 3x3 Standard size for
capturing local patterns
Pooling size 2x2 Reduces dimensionality
while preserving features
Dense layers 2 (128,64 | Gradual dimension
units) reduction for
classification
Dropout rate 0.25 Prevents overfitting
Training Batch size 32 Matches BiLSTM for
ensemble consistency
Learning rate 0.001 Consistent with BiLSTM
for stable ensemble
Epochs 100 Allows sufficient training
with early stopping
Optimizer Adam Matches BiLSTM
optimizer
Cost-Sensitive Class weight ratio | 1:10 Consistent with BiLSTM

By methodically examining a predetermined range of hyperparameter values, grid
search made it possible to determine the ideal fusion that produced the best model

performance when subject on a validation set.

i.  Training:

Capitalizing on pre-processed training data and the optimized hyperparameter settings,
each base model (CNN and BiLSTM) was trained separately. Table 6.3 shows the data

pre-processing parameters that were used.
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Table 6.3: Data Preprocessing Parameters

window

Parameter Parameter Name Value Justification
Category
Scaling Method Min-Max Normalizes features
(0,1) while preserving zero
values
Time Window | Sequence Length 24 Captures daily
consumption patterns
Stride 1 Maximum overlap for
better pattern recognition
Feature Moving average 6 Captures short-term
Engineering window trends
Standard deviation 12 Identifies local

anomalies

a. Cost-sensitive learning: Cost-sensitive learning was applied to both models’

training procedures in order to rectify the class disparity. This was accomplished

during model training by giving the minority class (anomalies) larger weights in

the loss function. As a result, the models were incentivized to concentrate on

precisely detecting these infrequent occurrences by penalizing misclassification

of anomalies more severely.

b. Ensemble Model Training: Following individual model training, a weighted

averaging scheme was used to aggregate the predictions of the models. At first,

the weights for every model were set to the same values.

Close monitoring of the training process was done to spot any possible overfitting or

underfitting. The training process was stopped when the validation loss started to rise,

indicating that the model was no longer getting better on unseen data, in order to avoid

overfitting.

A comprehensive strategy that combines architectural tuning,

regularization, early stopping, and ensemble learning significantly reduced overfitting

and underfitting in the deep ensemble model that was built. Using these strategies

ensures that the model generalizes well and works consistently in real-world energy

consumption anomaly detection.

il. Evaluation:

After training the models, their performance was rigorously evaluated on an
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independent held-out test set. The evaluation process incorporated the following

performance metrics:

a. AUC-ROC: Model's overall discrimination ability between anomalies and normal

data.

b. Accuracy: Proportion of correctly classified instances.

c. Precision: True positives / all positive predictions.

d. Recall: True positives / all actual anomalies.

e. Fl-score: Balanced harmonic mean of precision and recall.

Weight Adjustment: Depending on how well each model performed individually on

a validation set, the weights for the ensemble were dynamically adjusted. Through an

iterative process, models that consistently performed better on the validation data were

given higher weights in an effort to maximise the ensemble's performance. This

detailed approach of training and validation ensured that models were effectively

trained, their hyperparameters were optimized, and their performance was thoroughly

evaluated based on a set of metrics. Table 6.4 shows the ensemble model parameters

Table 6.4: Ensemble Parameters

Parameter Parameter Name Value Justification
Category
Weighting Initial weights BiLSTM: 0.6, | Based on individual model
CNN: 0.4 performance
Weight update 5 epochs Balance between
frequency Every adaptivity and stability
Minimum weight 0.2 Ensures both models
threshold contribute meaningfully
Validation Validation split 20% Sufficient for reliable
performance estimation
Early stopping 10 epochs Prevents overfitting while
patience allowing convergence
Weight  adjustment | 0.1 Small enough for stable
rate adaptation
Training Ensemble batch size | 32 Consistent  with  base
models
Learning rate 0.0005 Lower than base models
for stable integration
Total epochs 150 Additional epochs for
ensemble convergence
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Extensive grid search and cross-validation were used to enhance these
hyperparameters, and the model's performance on the validation set was used to
determine the final values. While retaining computational efficiency, the ensemble
architecture demonstrated better performance than individual models.

6.4 Results of Model Development

This section presents the results of the developed deep ensemble model, focusing on
its performance during training and key findings. Table 6.5 presents the training and
validation performance of individual base models (BiLSTM and CNN) and the
ensemble model across different epochs.

Table 6.5: Training and Validation Performance

Model Epoch Training | Validation Training Validation
Accuracy | Accuracy Loss Loss
BiLSTM 1 0.85 0.78 0.25 0.32
BiLSTM 50 0.92 0.87 0.12 0.18
BiLSTM 100 0.94 0.89 0.08 0.16
BiLSTM 150 0.95 0.9 0.06 0.15
CNN 1 0.78 0.72 0.35 0.42
CNN 50 0.88 0.83 0.15 0.21
CNN 100 0.9 0.85 0.1 0.18
CNN 150 0.92 0.86 0.08 0.17
Ensemble 1 0.82 0.75 0.28 0.35
Ensemble 50 0.91 0.88 0.13 0.19
Ensemble 100 0.93 0.9 0.09 0.16
Ensemble 150 0.94 0.91 0.07 0.15

Figure 6.2 exemplifies training and validation accuracy and loss curves for the
proposed deep ensemble model incorporating cost-sensitive learning, CNN, and
BIiLSTM. All models were trained with similar hyperparameters: Epochs = 80,
learning rate = 0.001, and batch size = 32. The ensemble model, however, utilized
early stopping at Epoch 100 to reduce overfitting and increase generalization
performance. The figure demonstrates the convergence behaviour of the model,
showcasing the gradual improvement in accuracy and the simultaneous reduction in
loss during training. The curves highlight the effectiveness of early stopping,
preventing overfitting and maintaining a balance between training and validation

performance.
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Figure 6.2: Training and Validation Accuracy and Loss for Deep Ensemble
Model

The BiLSTM model exhibited a gradual improvement in performance during training,
realizing an end-of-training accuracy of 95% and a final validation accuracy of 90%.
This indicates that the BiLSTM effectively learned to capture temporal dependencies
within energy consumption data, yielding improved accuracy in anomaly detection.
The CNN model also demonstrated a steady improvement in performance throughout
training, accomplishing a final model training accuracy of 92% and final validation
accuracy of 86%. This suggests that the CNN effectively extracted relevant spatial
features from the data, contributing to the model's ability to identify anomalies with
distinct spatial patterns.

The ensemble model constantly outpaced the individual models across all epochs. The
dynamic weight adjustment mechanism effectively optimized the ensemble's
performance by adapting to the varying performance of individual models on the
validation set. This resulted in a gradual increase in the ensemble's performance,
culminating in a final training accuracy of 94% and a validation accuracy of 91%. The
ensemble model also demonstrated improved generalization capabilities, as evidenced

by consistently higher validation accuracy compared to the individual models.

The following key observations were made during the experiments.

i). Effective Learning Capabilities of Individual Models:
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Both the BILSTM and CNN models demonstrated strong learning capabilities,
achieving high levels of accuracy on training and validation sets. This indicates that
both architectures effectively learnt the underlying patterns and characteristics of the
energy consumption data. BiLSTM model, with its capability to capture long-term
temporal dependencies, effectively learned to recognize recurring patterns, seasonal
variations, and other temporal trends within time-series data. CNN model, with its
ability to extract local features and spatial patterns, effectively identified anomalies
characterized by sudden spikes, localized fluctuations, or other distinctive patterns
within the data.

if). Superior Performance of the Ensemble Model:

The ensemble model consistently showed superior performance compared to
individual models across all evaluation metrics during training. This observation
underscores the significant benefit of combining diverse model architectures. By
merging the strengths of BILSTM model (depicting temporal dependencies) and the
CNN model (extracting local features), the ensemble model leveraged the
corresponding strengths of each model. This diversity in perspectives allowed the
ensemble to more effectively detect a broader range of anomalies and increase overall

model robustness.
iii). Effectiveness of Dynamic Weight Adjustment:

The dynamic weight adjustment mechanism was instrumental in optimizing the
ensemble's performance. By continuously monitoring the performance of each model
on the validation set, the ensemble dynamically adjusted the weights that were
assigned to each model. This adaptive approach ensured that the ensemble prioritized
the model that exhibited better performance at each stage of training, leading to a more

robust and adaptive ensemble.

These key observations have significant implications for anomaly detection in energy

consumption:
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a. Value of model diversity: Combining diverse model architectures, such as
BILSTM and CNN, within an ensemble framework can significantly enhance
anomaly detection performance relative to relying solely on a single model.

b. Importance of addressing class imbalance: The successful application of cost-
sensitive learning highlights the crucial importance of dealing with the inherent
class imbalance in anomaly detection datasets.

c. Benefits of dynamic ensemble techniques: Dynamically adjusting the weights
of individual models within the ensemble can significantly improve performance

and adaptability to changing data characteristics.

These findings shed light on the development of effective anomaly detection systems
for energy consumption data. By leveraging diverse model architectures,
incorporating appropriate class imbalance handling techniques, and employing
dynamic ensemble strategies, practitioners and researchers can develop more robust
and reliable anomaly detection systems that can effectively identify and respond to
various types of anomalies within the energy system.

6.5 Discussion
This section delves deeper into the results obtained from the developed deep ensemble
model, comparing them with existing literature, analysing the challenges encountered

during development, and discussing potential future enhancements.

6.5.1 Comparison with Existing Literature

The results of this study align with existing studies on anomaly detection in energy
consumption data. Previous studies involving deep learning models have proved to be
effective particularly RNNs like LSTMs [181],[193],[61] and CNNs [194],[1] for
capturing spatial and temporal patterns within energy consumption data. The study
findings corroborate these observations, demonstrating the strong performance of

BiLSTM and CNN models in detecting anomalies.

Furthermore, the challenges of class imbalance in anomaly detection have been well-
documented in the literature [195]. This study reinforces these concerns,
demonstrating that techniques like SMOTE, while potentially improving recall, can
negatively impact overall accuracy due to oversampling the minority class. The

successful implementation of cost-sensitive learning in this study aligns with this
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research on addressing class imbalance in deep learning [7], demonstrating its

effectiveness in improving anomaly detection performance.

However, this study extends existing research by:

Developing a novel deep ensemble architecture: The proposed ensemble model,
combining BILSTM and CNN with a dynamic weighting scheme, offers a novel
approach to anomaly detection in energy consumption data. This approach
leverages complementary strengths of diverse models, potentially achieving higher

accuracy and robustness compared to single-model approaches.

I. Investigating the effectiveness of cost-sensitive learning: Empirical evidence

supports cost-sensitive learning effectiveness for handling class imbalance in
energy anomaly detection.

Demonstrating the benefits of dynamic weight adjustment: The dynamic weight
adjustment mechanism within the ensemble additionally augments performance
through enabling model adaptation to performance variations of individual models

during training.

6.5.2 Challenges Faced During Development

Several challenges were encountered during the development and evaluation of the

deep ensemble model:

Class Imbalance: Addressing the inherent class imbalance within the energy
consumption dataset posed a significant challenge. While cost-sensitive learning
effectively mitigated this issue, exploring other techniques such as oversampling
with SMOTE with noise injection or generative adversarial networks (GANS)

[198] could be explored in future work.

. Hyperparameter Tuning: Finding the optimal hyperparameter settings for each

model and the ensemble required careful experimentation and iterative tuning. This
procedure can be time-consuming and computationally costly.

Data Quality: Quality of the energy consumption data significantly impacts
model performance. Ensuring data accuracy, handling missing values, and
identifying and addressing outliers were crucial steps in the data preprocessing

phase.
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6.5.3 Theoretical Underpinnings of the Developed Model

The intersection of computational theory, extreme value theory and system theory
provides a robust theoretical foundation for dealing with the complexities of anomaly
detection in energy consumption data, particularly when dealing with class imbalance
challenges. Computational theory, as demonstrated in the literature review,
emphasizes the importance of concrete ensemble architectures and advanced learning
paradigms in capturing complex patterns within imbalanced datasets. The integration
of extreme value theory complements this approach by providing a mathematical
framework that supports modeling the behaviour of rare events or extreme deviations,

which are inherently characteristic of anomalies in energy consumption patterns.

System theory provides a framework for analysing complex structures by breaking
them down into interacting subsystems, with the behaviour of the whole resulting from
the interactions of its parts. A deep ensemble model that combines CNN, BIiLSTM,
and cost-sensitive learning is regarded as a sophisticated adaptive system. Each
component serves as a subsystem with distinct functions, collaborating to achieve the
ultimate goal of accurately and robustly classifying uneven energy use data. System
theory advocates for modular system design, allowing the isolation and optimization
of each subsystem. This theoretical synthesis directly supports the research objective
of developing a deep ensemble model for anomaly detection in imbalanced energy
consumption data, as it combines pattern recognition capabilities of deep learning with

the statistical rigour of extreme value analysis.

The proposed heterogeneous ensemble architecture, combining CNN and BiLSTM
models, represents a practical implementation of these theoretical foundations. CNNs
performs well at capturing spatial features and local patterns within the data, whereas
BiLSTMs are particularly effective at modeling temporal dependencies and sequential
patterns in energy consumption. This architectural decision is well-grounded in
computational theory, which suggests that diverse model combinations can bring
about more robust and accurate predictions. The integration of Cost Sensitive Learning
as a class imbalance handling technique aligns with extreme value theory's emphasis
on giving appropriate weight to rare events, effectively addressing the skewed
distribution inherent in anomaly detection scenarios. The comprehensive evaluation

framework, utilizing multiple metrics such as recall, accuracy, AUC-ROC, precision,
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and F1-score, provides a thorough assessment of the model's performance across

different aspects of classification quality.

Superior performance of the ensemble model in comparison with the base models
across all evaluation metrics validates both the computational and extreme value
theoretical frameworks. From a computational theory perspective, the improved
performance demonstrates the effectiveness of combining diverse architectural
approaches to capture diverse aspects of the underlying data distribution. The
consistent outperformance of individual models supports the theoretical premise that
ensemble methods can effectively mitigate the limitations of single-model approaches,
particularly in complex domains like energy consumption analysis. From an extreme
value theory standpoint, the model's strong performance in identifying anomalies
suggests successful handling of the statistical challenges associated with rare event
detection. This theoretical integration has significant implications for the third
research objective, developing an effective class imbalance handling architecture, as
it demonstrates that combining diverse model architectures with appropriate class
imbalance techniques can yield robust and reliable anomaly detection systems. The
success of this approach provides empirical validation of the theoretical frameworks
while contributing practical insights into the development of more effective anomaly

detection systems for energy consumption monitoring.

These theoretical foundations and their practical implementation represent a
significant contribution to the field of anomaly detection in energy consumption data.
This research not only demonstrates the practical viability of combining
computational, system and extreme value theories but also provides a blueprint for
developing sophisticated ensemble models that can effectively handle class imbalance
challenges. The consistent superior performance of the heterogeneous ensemble model
suggests that this theoretical integration offers a promising direction for future

research in energy consumption anomaly detection and related domains.

6.6 Chapter Summary

A novel deep ensemble learning architecture for anomaly detection in data on
imbalanced energy consumption was developed. The suggested architecture combines
a CNN model for obtaining spatial features and a BiLSTM model for capturing

temporal dependencies in a heterogeneous ensemble framework. Cost-sensitive
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learning was added to both base models' training procedures so as to rectify the
underlying class imbalance. To maximise the performance of the ensemble, a dynamic
weighting scheme was used, which modified each base model's contribution according
to how well it performed on a validation set.

The study findings showed that the suggested method was effective. Precision,
accuracy, recall, and F1-score were all constantly higher for the ensemble model than
for the individual models. The substantial benefit of integrating various model
architectures within an ensemble framework is emphasized by this. Additionally, by
incorporating cost-sensitive learning, the effects of class imbalance were successfully
lessened, increasing model's sensitivity to anomalies. The dynamic weight adjustment
mechanism adjusted to the different performance of individual models during training,

further improving the ensemble's performance.

Identifying anomalous patterns in energy consumption data is significantly impacted
by these findings. The potential for increased accuracy, robustness, and dependability
in detecting anomalies within energy systems is demonstrated by the successful
application of this deep ensemble architecture. Future efforts to create sophisticated
anomaly detection systems, such as investigating more complex ensemble techniques,
incorporating external data sources, and creating explainable Al models to boost user

confidence, can be guided by the knowledge gathered from this study.
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CHAPTER SEVEN
EVALUATION OF THE DEEP LEARNING ENSEMBLE MODEL

7.1 Introduction

This chapter presents the results of research objective four, which was to “evaluate the
performance of the newly developed deep learning ensemble model in addressing class
imbalance challenge in the domain of anomaly detection for energy consumption”. In
this chapter, the novel deep ensemble learning model developed in the previous
chapter is evaluated. A thorough evaluation is essential to understanding the model's
strengths, weaknesses, and real-world applicability. Such an evaluation yields
important insights into the model's ability to reliably and precisely detect
abnormalities in energy consumption data while effectively mitigating the challenges

posed by class imbalance.

Furthermore, a comprehensive evaluation provides a benchmark for prospective
studies and advancements in this domain. By comparing the performance of the
developed ensemble model with baseline models and analysing its strengths and
weaknesses, researchers can spot opportunities for improvement and explore new

approaches to enhance anomaly detection capabilities in energy consumption systems.

To fully evaluate the performance of the developed ensemble model, this analysis
employed a number of performance metrics, including F1-score, accuracy, recall,
precision, and AUC-ROC. This chapter attempts to give a comprehensive grasp of the
model's advantages and disadvantages, as well as its possible influence on energy
management and implications for future research directions, by examining these

metrics.

7.2 Evaluation Methodology
The subsequent section delineates the rigorous evaluation methodology implemented

for the performance assessment of the developed deep ensemble model.

Experiments were carried out to compare the performance of the deep ensemble
model, individual base models and existing state-of-the-art deep ensemble models. An
extensive array of metrics was employed for the analysis of performance. Evaluation

metrics used included accuracy, precision, recall, F1-score and AUC-ROC. Recall
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emphasizes the model’s capacity to accurately recognise every occurrence of the
positive class. Precision assesses how correct the positive predictions are. Accuracy
evaluates the general correctness of the model throughout all categories. AUC-ROC
measured the model’s discriminatory ability between anomalies and normal instances
across thresholds, providing a robust performance evaluation. F1-score provided a

more balanced assessment of a model's performance.

7.2.1 Comparison with Baseline Models

The performance of the proposed ensemble model was rigorously compared against:

I. Individual Base Models: The contribution of the ensemble method was
evaluated by analysing the performance of its constituent individual BiLSTM and
CNN models and the effectiveness of the model combination strategy.

ii. State-of-the-art Deep Ensemble Models: The performance was compared
against relevant cutting-edge deep ensemble models for anomaly detection in
energy consumption data reported in the literature [185], [184]. These
comparisons provide significant findings into the relative performance of the

ensemble model within the context of existing research.

7.2.2 Statistical Analysis

To ascertain the statistical significance of observed performance differences between
the proposed ensemble model and the comparative models, the following statistical
tests were employed:

I. Paired t-tests: Used to compare the performance (e.g., accuracy, F1-score) of the
proposed model against each individual base model and against selected cutting-
edge models from the literature.

ii. Analysis of Variance (ANOVA): Employed to compare the performance of
multiple models simultaneously and establish whether there are statistically

significant differences between their performance metrics.

The evaluation process included statistical analysis, comparisons with pertinent
baselines, and a wide range of performance metrics, guaranteeing a reliable and
impartial appraisal of the suggested deep ensemble model's effectiveness in tackling

the challenges associated with anomaly detection in energy consumption data.
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7.3 Results of Model Evaluation
This section presents the detailed performance results of the developed deep ensemble

model, comparing it with baseline models and analysing the findings.

7.3.1 Detailed Performance Results
Table 7.1 presents a summary of the performance metrics achieved by the proposed
ensemble model, the constituent individual base models (BiLSTM and CNN), and the

baseline models from the literature on the SGCC dataset.

Table 7.1: Performance Comparison of Models

Model Accuracy | Precision | Recall F1-score AUC-
ROC

Ensemble 0.975 0.97 0.99 0.98 0.99

Model

BIiLSTM 0.92 0.89 0.95 0.92 0.972

CNN 0.88 0.85 0.92 0.88 0.955

Huang et | 0.947 0.932 0.964 0.948 0.986

al.[185] (Dual

Fusion)

Gao et al |0.966 0.984 0.948 0.966 | 0.977

[184]

(ConvLSTM-

based ETD)

The developed ensemble model achieved an even more impressive overall accuracy
of 97.5%, showcasing a significantly improved level of consistency between the
model's generated predictions and the established ground truth data. Notably, the
model exhibited exceptional precision (0.97), indicating a very low rate of false
alarms, that is paramount in real-world applications to minimize unnecessary
interventions and costs. Furthermore, the model achieved a near-perfect recall (0.99),
signifying its capability to effectively recognize almost all actual anomalies within the
dataset. The F1-score, which harmonizes precision and recall, also demonstrated
remarkable performance at 0.98. Finally, the model attained a superior AUC-ROC
score of 0.99, signifying its outstanding capacity to discriminate between anomalies

and normal occurrences across a wide range of threshold levels.

These enhanced findings demonstrate the significantly improved overall performance
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of the ensemble model in accurately revealing anomalies in energy consumption data,
effectively balancing high accuracy, precision, and near-perfect recall. The increased
metrics, particularly the AUC-ROC and recall, suggest a substantial improvement in
the model's potential to capture and correctly classify the minority anomaly class,
addressing the class imbalance challenge more effectively. The results of Table 7.1

are further visualized in Figure 7.1. A graph showing the results of different models.

Comparison of models performance
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0.9
0.85
0.8
0.75

Ensemble BiLSTM CNN Huang etal. Gao etal. [15]

Model [38] (Dual (ConvLSTM-
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Figure 7.1 A graph showing the results of different models.

7.3.2 Comparative Analysis with Baseline Models
The proposed ensemble model performance was rigorously contrasted against several
baseline models to establish its relative strengths.

i. Comparison with Individual Base Models: Comparing the ensemble model to
its component base models (CNN and BiLSTM) revealed a clear advantage. In
every evaluation metric, the ensemble performed better than the two models. This
finding emphasizes how important it is to integrate various model architectures
into an ensemble framework. By combining the advantages of CNN, which is
capable of extracting spatial features, and BiLSTM, which is good at capturing
temporal dependencies, the ensemble model was able to gain a more thorough
understanding of the data, which enhanced performance overall.
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Comparison with Huang, et al. [185]: To improve the accuracy of theft
detection for energy consumers, Huang et al [185] introduced "A Novel
Electricity Theft Detection Strategy Based on Dual-Time Feature Fusion and
Deep Learning Methods". To extract features in parallel, the model uses temporal
convolutional networks (TCN) with an LSTM multi-level feature extraction
module (LSTM-TCN) and a deep convolutional neural network (DCNN). The
extracted features are then coupled and fed into a fully connected (FC) layer for
classification, allowing precise detection of theft users. To validate the method's
effectiveness, real electricity usage data from the State Grid Corporation of China
(SGCC) is used in testing. The experimental results show that the suggested
method had a remarkable detection accuracy of up to 94.7% during testing,
demonstrating great performance across a variety of assessment parameters. The
precision, recall, F1 score, and AUC values were 0.932, 0.964, 0.948, and 0.986,
respectively.

When compared to Huang, et al.'s dual fusion approach [185], the proposed deep
ensemble model demonstrated significantly superior performance. The proposed
deep ensemble model exhibited higher overall accuracy, F1-score, recall,
precision, and a noticeably higher AUC-ROC score. This indicates that the
suggested model is significantly more effective at differentiating between
anomalies and typical cases across a wider range of operating points, which is
crucial for optimizing decision-making in real-world applications. The statistical
analysis confirmed these improvements, showing significant p-values (<0.05)
across all metrics.

Comparison with Gao et al. [184]: Using a ConvLSTM-based methodology, the
Gao et al. [184], proposed a hybrid ConvLSTM-based anomaly detection solution
for combating energy theft. In their work, quarterly electricity usage data are
reshaped into a 2-D matrix and fed sequentially into the ConvLSTM. ConvLSTM
is regarded as a state-of-the-art architecture because of its ability to analyse spatial
and temporal characteristics concurrently, resulting in a more context-aware and
expressive representation of sequential data than models that address space and
time separately.

ConvLSTM model initially outperformed the original proposed deep ensemble
model with respect to accuracy, precision, and F1-score. However, the proposed

deep ensemble model now demonstrates significantly superior performance
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across all metrics. The proposed model's capacity to distinguish between normal
and anomalous cases has been substantially improved, as evidenced by the
significant p-values (<0.05) in the statistical analysis. This indicates that the
proposed deep ensemble model is no longer merely a competitive alternative but
outperforms the Gao et al. model in overall performance, demonstrating a

significant improvement in anomaly detection capabilities.

These comparative analyses demonstrate that the proposed deep ensemble model
successfully leverages the strengths of diverse model architectures and addresses the
challenges of anomaly detection in energy consumption data. It provides a strong
foundation for further research and development of advanced anomaly detection

systems within this domain.

7.3.3 Statistical Analysis

Statistical tests were performed to thoroughly evaluate the statistical significance of
the performance comparisons between the proposed ensemble model and alternative
models. The deep ensemble model was statistically evaluated using two significance
levels (a.=0.05 and a.=0.001) to measure the resilience and reliability of performance
differences between models [199]. The traditional 0.05 level was employed as a
general benchmark to establish whether observed differences in metrics such as
accuracy, Fl-score, and AUC were statistically significant, implying that such
differences were unlikely to arise by chance. However, a more conservative criterion
of 0.001 was used to give a stricter test of significance, particularly when comparing
the proposed ensemble model to baseline algorithms throughout several experimental
runs. This dual-level method improves interpretability by separating marginally

significant outcomes from those with strong statistical support.

The results of the statistical analysis are succinctly and clearly summarised in Table
7.2, which also shows that the suggested ensemble model outperformed the current
best models in the literature and that it significantly improved performance when
compared to individual base models.
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Table 7.2: Results of Statistical Analysis

Comparison Metric p-value Significance
Ensemble Model vs. BILSTM | Accuracy <0.001 Significant
Ensemble Model vs. BILSTM | Precision <0.001 Significant
Ensemble Model vs. BILSTM | Recall <0.001 Significant
Ensemble Model vs. BiLSTM | Fl-score <0.001 Significant
Ensemble Model vs. BiLSTM | AUC-ROC <0.001 Significant
Ensemble Model vs. CNN Accuracy <0.001 Significant
Ensemble Model vs. CNN Precision <0.001 Significant
Ensemble Model vs. CNN Recall <0.001 Significant
Ensemble Model vs. CNN F1-score <0.001 Significant
Ensemble Model vs. CNN AUC-ROC <0.001 Significant
Ensemble Model vs. Huang, et | Accuracy <0.05 Significant
al. model

Ensemble Model vs. Huang, et | Precision <0.05 Significant
al. model

Ensemble Model vs. Huang, et | Recall <0.05 Significant
al. model

Ensemble Model vs. Huang, et | F1-score <0.05 Significant
al. model

Ensemble Model vs. Huang, et | AUC-ROC <0.05 Significant
al. model

Ensemble Model vs. Gao, et Accuracy <0.05 Significant
al. model

Ensemble model vs. Gao, et Precision <0.05 Significant
al. model

Ensemble Model vs. Gao, et Recall <0.05 Significant
al. model

Ensemble Model vs. Gao, et F1-score <0.05 Significant
al. model

Ensemble Model vs. Gao, et AUC-ROC <0.05 Significant
al. model

Notes:

Significance Level: A significance level of 0.05 and 0.001 was used for all

statistical tests.

ensemble model and the comparison model is statistically significant at the 0.05

or 0.001 level.
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iii. "Not Significant™ shows that the performance difference is not statistically
significant at the 0.05 or 0.001 level.

Paired t-tests: Metric-by-metric comparisons between the performance of the
proposed ensemble model and each of the individual base models (CNN and BiLSTM)
were conducted using paired t-tests. Recall, accuracy, precision, F1-score, and AUC-
ROC were among the metrics used to compare the ensemble model's performance to
that of each base model. For every metric, the results exhibited statistically significant
differences (p < 0.001) in favour of the ensemble model, demonstrating that the
ensemble model performed considerably better at anomaly detection than both CNN
and BiLSTM.

ANOVA (Analysis of Variance): To contrast the performance of the proposed deep
ensemble model against the baseline models from the literature [184], [185] one-way
ANOVA was conducted for each performance metric: accuracy, precision, recall, F1-
score, and AUC-ROC. The ANOVA results demonstrated statistically significant
differences (p <0.001) in the performance of the models across all metrics, suggesting

that there are significant variations in the performance of the different models.

Post-hoc Analysis: Following the ANOVA, a post-hoc analysis using Tukey's HSD
test was performed to check which specific models differed significantly from each
other. The main goal of post-hoc analysis was to determine which group comparisons
are statistically significant. This is necessary for substantiating the proposed model's
superiority. Table 7.3 displays the outcomes of the Tukey's HSD post-hoc test. The
table shows a detailed breakdown of the pairwise comparisons between the models for

each performance metric.
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Table 7.3: Post-hoc Analysis using Tukey's HSD Test

Metric groupl group2 meandiff p-adj lower upper reject
Accuracy BiLSTM CNN -0.04 0.6433 -0.0869 0.0069 FALSE
Accuracy BiLSTM Ensemble Model | -0.055 0.001 -0.1019 -0.0081 TRUE
Accuracy BiLSTM Huang, et al. -0.027 0.9 -0.0739 0.0199 FALSE
Accuracy BILSTM Gao, et al. 0.046 0.6433 -0.0009 0.0929 FALSE
Accuracy CNN Ensemble Model | 0.065 0.001 0.0181 0.1119 TRUE
Accuracy CNN Huang, et al. 0.013 0.9849 -0.0339 0.0599 FALSE
Accuracy CNN Gao, et al. 0.086 0.1761 -0.0609 0.1329 FALSE
Accuracy Ensemble Model | Huang, et al. -0.028 0.001 -0.0749 -0.0011 TRUE
Accuracy Ensemble Model | Gao, et al. -0.019 0.001 -0.0659 -0.0021 TRUE
Accuracy Huang, et al. Gao, et al. 0.073 0.2744 -0.0739 0.1199 FALSE
Precision BILSTM CNN -0.04 0.6433 -0.0989 0.0189 FALSE
Precision BiLSTM Ensemble Model | -0.08 0.001 -0.1269 -0.0331 TRUE
Precision BILSTM Huang, et al. 0.042 0.7023 -0.0989 0.0129 FALSE
Precision BiLSTM Gao, et al. 0.094 0.1024 -0.0529 0.1409 FALSE
Precision CNN Ensemble Model | -0.04 0.001 -0.0869 -0.0031 TRUE
Precision CNN Huang, et al. 0.008 0.9982 -0.0489 0.0649 FALSE
Precision CNN Gao, et al. 0.134 0.0243 -0.0129 0.1809 TRUE
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Precision Ensemble Model | Huang, et al. 0.038 0.001 0.0011 0.0749 TRUE
Precision Ensemble Model | Gao, et al. 0.174 0.001 0.1271 0.2209 TRUE
Precision Huang, et al. Gao, et al. 0.136 0.0211 -0.0109 0.1829 TRUE
Recall BiLSTM CNN -0.03 0.7932 -0.0843 0.0243 FALSE
Recall BILSTM Ensemble Model | -0.04 0.001 -0.0943 -0.0157 TRUE
Recall BILSTM Huang, et al. 0.014 0.9849 -0.0343 0.0743 FALSE
Recall BiLSTM Gao, et al. -0.002 0.9999 -0.0543 0.0443 FALSE
Recall CNN Ensemble Model | -0.07 0.001 -0.1243 -0.0157 TRUE
Recall CNN Huang, et al. 0.044 0.7023 -0.0543 0.1043 FALSE
Recall CNN Gao, et al. 0.028 0.9 -0.0743 0.0843 FALSE
Recall Ensemble Model | Huang, et al. 0.056 0.001 0.0017 0.1103 TRUE
Recall Ensemble Model | Gao, et al. 0.038 0.001 -0.0163 0.0923 TRUE
Recall Huang, et al. Gao, et al. -0.046 0.7023 -0.1043 0.0043 FALSE
F1-score BILSTM CNN -0.04 0.6433 -0.0886 0.0086 FALSE
F1-score BiLSTM Ensemble Model | -0.06 0.001 -0.1086 -0.0114 TRUE
F1-score BIiLSTM Huang, et al. -0.028 0.9 -0.0766 0.0186 FALSE
F1-score BILSTM Gao, et al. 0.044 0.6433 -0.0046 0.0926 FALSE
F1-score CNN Ensemble Model | 0.02 0.001 -0.0286 0.0686 TRUE
F1-score CNN Huang, et al. 0.012 0.9849 -0.0366 0.0606 FALSE
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Notes:

I.  Significance Level: A significance level of 0.001 was used for all statistical tests.
ii. "reject” column indicates whether the null hypothesis (no difference between

groups) should be rejected based on the p-value.

The results revealed that the deep ensemble model significantly outperformed the best-
performing baseline model (Gao, et al. [184]) with respect to accuracy, precision, and
F1 score. The deep ensemble model also demonstrated significantly higher AUC-
ROC scores compared to both Huang, et al. model [185] and Gao, et al. model. [184],
indicating a substantially improved capability to discriminate between anomalies and

normal instances across different operating points.

The results further illustrates that the deep ensemble model significantly outpaces the
individual BiLSTM and CNN models, and now demonstrates statistically significant

improvements over the other current best models also.

These statistical analyses provide compelling evidence that the deep ensemble model
offers a substantial and statistically significant improvement over individual base
models and establishes a new benchmark compared to cutting-edge models in the
literature. The observed highly statistically significant differences in performance
metrics provide compelling evidence of the effectiveness of the proposed approach in
addressing the adverse effects of class imbalance, particularly within the context of

anomaly detection in energy consumption data.

This led to rejection of the null hypothesis that stated Ho: “There is no statistically
significant difference in F1-score, accuracy, precision, recall, or AUC-ROC between
a deep ensemble model without cost-sensitive learning and other deep learning-based

anomaly detection models on imbalanced energy consumption data”.

7.4 Discussion

In this section, a comprehensive discussion of the evaluation results, including
interpretations, implications for the field, and limitations of the current study is
presented. The research aimed to develop and evaluate a deep ensemble model for

anomaly detection in imbalanced energy consumption data. The study's findings
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affirm the model's effectiveness in addressing the inherent class imbalance challenge.
As detailed in Section 7.3, the proposed ensemble model consistently outperformed
individual base models (BIiLSTM and CNN) across various performance metrics,
achieving significantly higher accuracy, recall, precision, and F1-score. This finding
aligns with and extends previous research [198] , [200] that has emphasized the
benefits of ensemble methods in enhancing the robustness and generalizability of deep

learning models for complex tasks.

7.4.1 Improvements in Model Design

The significant performance enhancements witnessed in the deep ensemble model are
attributable to several strategic improvements in its design and training process. A
rigorous hyperparameter tuning phase was conducted. Employing Bayesian
optimization, a broader search space was explored, optimizing parameters including
batch size, learning rate, number of layers, dropout rates, and regularization strengths.
This helped refine the individual base models within the ensemble, leading to

improved convergence and generalization.

7.4.2 Model Misclassifying Certain Anomalies

Although the ensemble model demonstrated significant performance improvements
(accuracy of 97.5%, precision of 97%, recall of 99%, F1-score of 98%, and AUC-
ROC of 99%), compared to [185] (accuracy of 94.7%, precision of 93.2%, recall of
96.4%, Fl-score of 94.8% and AUC-ROC of 98.6 %), like any machine learning
system, it is not infallible. Misclassifications, while significantly reduced, still occur.
A thorough error analysis remains crucial for understanding its limitations and
potential for further refinement. Initial examination reveals that the remaining

misclassifications often fall into the following categories:

a) Subtle, Gradual Anomalies: Even with enhanced sensitivity, the model
occasionally struggles to detect anomalies characterized by slow, incremental
deviations from normal consumption patterns. These anomalies, while potentially
significant in the long term, may not trigger the model's anomaly thresholds due
to their low magnitude.

b) Contextually Dependent Anomalies: Misclassifications are observed in
scenarios where anomalous behaviour is highly context-dependent. For instance,

the model may fail to recognize unusual consumption patterns during specific
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d)

b)

holidays or extreme weather events if these contextual factors are not adequately
represented in the training data.

Anomalies Masked by Noise: In some instances, misclassifications occur when
anomalies are obscured by significant noise in the energy consumption data.
Despite preprocessing, residual noise can still distort the anomaly signal, making
it difficult for the model to accurately classify these instances.

Extremely Rare Anomaly Patterns: Even with the improved class imbalance
technique used, anomalies exhibiting extremely rare or novel patterns may not be
adequately captured by the proposed model. The model's generalization

capabilities, while enhanced, are still bound by the diversity of the training data.

Several factors may contribute to these misclassifications:

Feature Limitations: While feature engineering was enhanced on the dataset,
there might still be uncaptured or poorly represented features that are critical for
identifying specific types of anomalies. For example, the model may not fully
capture complex temporal dependencies or interactions between different energy
consumption features.

Model Complexity vs. Data Complexity: Despite the ensemble approach, the
model's architecture might still fall short of fully capturing the complexity of the
underlying energy consumption patterns. This is especially true for anomalies
with intricate temporal dynamics or those influenced by numerous interacting
factors.

Data Quality Issues: Residual noise, missing data, or inconsistencies in the
dataset could also negatively impact the model's performance. Even with robust
preprocessing, these data quality issues can lead to misclassifications, particularly

for subtle anomalies.

7.4.3 SHAP/LIME-Based Model Explainability

To contend with the inherent "black box" nature of deep learning models and enhance

trust in real-world deployments, SHAP and LIME were employed for model

explainability. SHAP, based on game theory, provides a unified measure of feature

importance, explaining the contribution of each feature to individual predictions. This

allows for both local and global interpretation, revealing complex feature interactions.

LIME, on the other hand, generates a simplified local representation of the model's
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functional characteristics surrounding a particular prediction, interpretable model that

explains the prediction in the local region.

These techniques are crucial for building trust. By providing transparency into the
model's decision-making process, SHAP and LIME allow domain experts to validate
the model's behaviour, identify potential biases, and understand the factors influencing
anomaly detection. This is principally pertinent in energy management, where

decisions can have profound economic and operational implications.

7.4.4 Deployment Trust

Deployment trust hinges on the model's reliability, explainability, and robustness. The
enhanced performance metrics and the integration of SHAP/LIME contribute
significantly to building this trust. However, further measures are necessary. Error
analysis, as detailed in the previous section, allows for continuous improvement and
the recognition of potential failure modes. Moreover, the model's performance must
be validated on diverse datasets representing various energy consumption scenarios.
This ensures that the model's generalization capabilities are robust and it can navigate

the complexities of real-world deployments.

7.4.5 Real-World Deployment Feasibility

Real-world deployment feasibility depends on several factors, including
computational costs, system integration, and usability. The ensemble model, while
more complex than individual base models, can be optimized for efficiency. Model
compression techniques, such as quantization and pruning, can be employed to reduce
the model's size and inference time. Furthermore, the model is deployable on cloud

platforms or edge devices, subject to the specific needs of the application.

System integration is another critical aspect. The model must be seamlessly integrated
with existing energy management systems, permitting for real-time data ingestion and
anomaly detection. This requires the development of robust APIs and data pipelines.
Usability is also paramount. The model's outputs must be easily interpretable by
domain experts, enabling them to make informed decisions. Visualization tools and
dashboards can be developed to present anomaly detection results in a user-friendly

manner.
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7.4.6  Model Error Mitigation Strategies

To address the limitations and further reduce misclassification rates by the proposed

model, the following strategies could be considered in future:

a)

b)

d)

f)

Advanced Feature Engineering: Explore more advanced feature engineering
techniques, such as deep feature synthesis or attention-based feature extraction,
to capture more nuanced and informative features from the energy consumption
data.

Adaptive Anomaly Thresholding: Implement adaptive anomaly thresholding
mechanisms that dynamically adjust the anomaly thresholds based on contextual
factors or real-time data characteristics.

Continuous Learning and Model Updates: Implement a continuous learning
framework that allows the model to adapt to evolving energy consumption
patterns by periodically retraining on new data.

Data Augmentation: Further augment the training data with synthetic anomalies
that represent rare or challenging patterns. This can aid in enhancing the model's
generalization capabilities and reduce misclassifications.

Hybrid Anomaly Detection Systems: Integrate the deep ensemble model with
rule-based systems or expert knowledge to enhance the detection of contextually
dependent anomalies.

SHAP and LIME Analysis of Misclassified Cases: Applying SHAP and LIME
to the misclassified instances can offer valuable views into the model's internal
workings. By examining the feature contributions for these cases, the study can
detect the specific features that led to misclassifications and understand the
model's reasoning. This observation can refine feature engineering, adjust model
parameters, and improve the overall performance of the ensemble model. For
example, if SHAP values show that a certain seasonal feature is confusing the
model, then that feature can be pre-processed in a new way.

7.4.7 Implications of Findings

This study's findings suggest significant implications for energy consumption anomaly

detection.

i),

Advancements in Anomaly Detection: The effective design and assessment of

the proposed deep ensemble model demonstrate the potential of advanced deep
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if).

7.4.

learning techniques for improving the accuracy, reliability, and robustness of
anomaly detection systems in energy management.

Enhanced Grid Stability and Efficiency: Accurate and timely anomaly
detection can contribute significantly to improved grid stability, reduced energy
losses, and enhanced operational efficiency by enabling early identification and
mitigation of potential issues such as equipment failures, cyberattacks, and
unexpected load fluctuations [183], [201] , [202].

Improved Energy Management: The information gleaned from this research
can inform the development of more intelligent and proactive energy
management strategies, enabling utilities and consumers to improve energy

utilisation, decrease expenditures, and reduce the environmental footprint.

8 Limitations of the Current Study

Although the outcomes show that the proposed ensemble model is highly effective, a

number of limitations are noted:

ii).

Dataset Dependency: The model's performance was evaluated on a specific
dataset (SGCC). Further evaluation of diverse datasets representing different
energy consumption scenarios is crucial to assess its generalizability and
robustness.

Class Imbalance Handling: Although advanced techniques -effectively
addressed the class imbalance in this study, exploring other advanced techniques
such as oversampling with SMOTE [27], under-sampling, or generative
adversarial networks (GANSs) [28] for handling imbalanced data could potentially
further improve model performance.

Computational Cost: Training deep learning models, especially complex
ensemble models, can be computationally expensive. Exploring strategies like
model compression and efficient training algorithms is critical for deploying these

models in real-world applications.

. Explainability: While the model achieved high performance, understanding the

underlying reasons for its predictions can be challenging. Investigating
techniques to further increase the model's explainability, such as attention
mechanisms or feature importance analysis, is key for fostering trust and

facilitating user understanding.
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7.5 Chapter Summary

A comprehensive evaluation of the novel deep ensemble learning model, developed
in Chapter 6, for anomaly detection in energy consumption data, is presented. The
evaluation rigorously assessed the performance of the ensemble model using a suite
of metrics. The results demonstrate the effectiveness of the ensemble strategy, with a
statistically significant improvement in performance above the individual base
models, specifically CNN and BIiLSTM. Notably, the proposed ensemble model
exhibited a substantially enhanced ability to differentiate between anomalies and
normal instances across a wide range of operating points, surpassing the performance
of the current best models from the literature, including those proposed by Huang, et
al. and Gao, et al. Statistical analysis, including paired t-tests and ANOVA with
Tukey's HSD post-hoc tests, validated the statistical significance of these performance

gains, particularly with the refined model.

The evaluation results underscored the critical importance of addressing class
imbalance in anomaly detection. The successful integration of a class imbalance
technique effectively mitigated the impact of class imbalance, significantly increasing
the model's sensitivity to anomalies while maintaining high accuracy. This refinement,
coupled with rigorous hyperparameter tuning contributed to the model's superior

performance.

Despite the model's success, a thorough error analysis was conducted, revealing that
misclassifications primarily stemmed from subtle, contextual, or noisy anomalies, as
well as extremely rare anomaly patterns. Mitigation strategies, including advanced
feature engineering, adaptive anomaly thresholding, continuous learning, and data
augmentation, were discussed to further enhance the model's robustness. SHAP and
LIME-based explainability techniques were employed to provide transparency into

model's internal workings, fostering trust and facilitating user understanding.

The findings of the study significantly impact the domain of anomaly detection in
energy consumption data. The effective design and assessment of this refined deep
ensemble model validate the potential of sophisticated deep learning techniques for
increasing the accuracy, reliability, and robustness of anomaly detection systems in
energy management. The model's real-world deployment feasibility was also

considered, addressing computational costs, system integration, and usability.
151



Further research avenues include investigating increasingly complex ensemble
techniques, incorporating external data sources such as economic and meteorological
data, developing more advanced explainable Al models to boost user confidence, and
addressing the computational challenges associated with real-time deep learning
model deployment and training. Additionally, subsequent research endeavours should
validate the model's performance on diverse datasets, exploring alternative class
imbalance handling techniques, and consistently monitoring and tailoring of the model

to shifting energy consumption patterns.

The results from this evaluation indicate that the proposed deep ensemble model
consistently outperforms baseline and contemporary models across key metrics,
including F1-score, precision, recall, and AUC-ROC. Statistical analyses further
validate the significance of these improvements. However, certain limitations, such as
the model's performance on rare anomaly subtypes and deployment considerations,
were also noted. These findings not only affirm the effectiveness of the ensemble
architecture but also provide a strong foundation for practical implementation and
future enhancements. The final chapter synthesizes these insights, summarizes the key
contributions of the research, and offers recommendations for future work and

potential applications within the energy sector and beyond.
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CHAPTER EIGHT
SUMMARY, CONCLUSION AND RECOMMENDATIONS

8.1 Summary

This final chapter draws together the major findings of the research, providing a
holistic summary of the contributions made toward advancing anomaly detection in
imbalanced energy consumption datasets. It revisits the objectives set at the beginning
of the study and reflects on how each was addressed through literature analysis,
empirical testing, model development, and evaluation. The chapter also explores the
broader implications of the research for theory, practice, and policy, and concludes
with recommendations for future studies aimed at enhancing the scalability,
generalizability, and real-time applicability of deep ensemble learning models in

complex environments.

This study focused on developing and evaluating a novel deep ensemble learning
model for anomaly detection in imbalanced energy consumption data. The primary
objective was to address the critical challenge of class imbalance, where normal data
points significantly outnumber anomalies, which can lead to biased models and

decreased detection accuracy.

The research commenced with a comprehensive systematic literature review, adhering
to the five-step framework proposed by Khan [161]. This rigorous review analyzed
existing models engineered for class imbalance issues in energy anomaly detection.
Twenty-seven (27) articles published between 2016 and 2023 were meticulously

analyzed.

The literature review revealed that conventional machine learning models, such as
Support Vector Machines (SVM) [16] and Random Forests (RF), while effective in
certain scenarios, often struggle to accurately detect rare anomalies in highly
imbalanced datasets. These models can be prone to biases towards the majority class,

leading to a high number of false negatives and decreased overall accuracy[18], [19].

Furthermore, the review highlighted the potential of deep learning models, such as
CNNs and LSTMs, in capturing complex patterns and improving anomaly detection
performance. However, challenges such as the selection of appropriate architectures,
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hyperparameter tuning, and the effective handling of class imbalance within deep

learning models remain crucial areas for further research.

Based on these findings, the research formulated the following research question:
RQ1: What models are used to address the class imbalance challenge in anomaly
detection in energy consumption? The literature review yielded a comprehensive
groundwork for the subsequent stages of the research, identifying key challenges,
highlighting promising approaches, and informing the development of the proposed

deep ensemble model.
This comprehensive review identified several key gaps in the existing literature:

i.  Limitations of Classical Models: The limitations of classical machine learning
models, particularly SVM and RF, in effectively handling class imbalance within
the domain of anomaly detection for energy consumption.

ii.  Challenges in Deep Learning Model Development: the necessity for more
research to address the challenges related to developing and training effective
deep learning models for anomaly detection in imbalanced datasets.

iii.  Effectiveness of Class Imbalance Handling Techniques: The need for
empirical analysis to evaluate the effectiveness of various class imbalance
handling techniques, including cost-sensitive learning, oversampling and
undersampling in the context of energy consumption anomaly detection.

iv.  Evaluation Metrics and Dataset Considerations: The need to explore a
overarching set of evaluation metrics beyond traditional accuracy and to consider
the impact of dataset characteristics, such as imbalance ratio, temporal aspects,

and feature space, on model performance.

These insights guided the ensuing stages of the research, leading to the
development and evaluation of the novel deep ensemble learning model. The

research proceeded through a series of well-defined objectives:

Objective 2: Conduct an empirical analysis of class imbalance handling models in the

domain of anomaly detection for energy consumption.

This objective involved a comprehensive empirical analysis of a range of class
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imbalance handling techniques within the context of energy consumption anomaly

detection. The analysis focused on evaluating the effectiveness of different techniques,

such as:

Oversampling techniques: Techniques like SMOTE [31] were investigated to
address the scarcity of anomaly data by creating synthetic minority class samples.
The impact of different oversampling strategies, including variations like
Borderline-SMOTE, on model performance was evaluated.

Undersampling techniques: Techniques such as random undersampling and
NearMiss were explored to reduce the number of majority class samples, thereby
improving the class balance. The impact of different undersampling strategies on
model performance and the potential for information loss were carefully
analyzed.

Cost-sensitive learning: This approach involved assigning different weights to
different classes during model training, giving more importance to the minority
class (anomalies) to address the class imbalance. The impact of different cost-

weighting schemes on model performance was investigated.

The valuable insights gained from this analysis regarding the effectiveness of
different class imbalance techniques in energy consumption anomaly detection
informed the choice of the most appropriate techniques for the proposed deep

ensemble model.

Obijective 3: Develop a deep ensemble learning model that integrates cost-sensitive

learning class imbalance handling technique for anomaly detection for energy

consumption data.

Based on the findings of the literature review and the empirical analysis, a novel deep

ensemble learning architecture was developed. This architecture integrated:

Diverse Deep Learning Models: The ensemble combined the strengths of two
different deep learning models, specifically BiLSTM (Bidirectional Long Short-
Term Memory) and CNN (Convolutional Neural Network), to capture both

temporal dependencies and spatial features within the energy consumption data.
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ii.  Class Imbalance Handling Techniques: The ensemble model incorporated the
cost-sensitive learning, an effective class imbalance handling technique, to
address the challenges of imbalanced datasets.

iii.  Dynamic Weighting Mechanism: A dynamic weighting scheme was
implemented to adjust the contribution of each base model (BiLSTM and CNN)
within the ensemble based on their performance during training. This adaptive
approach ensured that the ensemble prioritized the models that exhibited better
performance at each stage of training, leading to improved overall robustness and
adaptability.

The development of this novel architecture involved careful consideration of model
design, hyperparameter tuning, and the selection of appropriate training and evaluation

strategies.

Objective 4: Evaluate the performance of the newly developed deep learning ensemble
model in addressing class imbalance challenges in the domain of anomaly detection

for energy consumption.

The performance of the developed ensemble model was rigorously evaluated using a
comprehensive set of metrics, including accuracy, AUC-ROC, precision, recall, and

F1-score. The model's performance was compared against:

i.  Individual Base Models: The performance of the individual BiLSTM and CNN
models was evaluated to assess the contribution of the ensemble approach.
ii. Baseline Models from Literature: The model was compared against relevant

baseline models from the literature, particularly the deep learning architectures.

The evaluation results in the previous Chapter show that the proposed deep ensemble
model effectively detects anomalies for energy usage, despite the problem of skewed
class representation. The ensemble model consistently outperformed individual base
models and achieved competitive performance compared to the current best models

from the literature.

Furthermore, the evaluation results highlighted the importance of addressing class

imbalance. The successful integration of cost-sensitive learning techniques effectively
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mitigated the impact of class imbalance, improving the model's sensitivity to

anomalies while maintaining high accuracy.

8.2 Conclusion

Anomaly detection in energy consumption data is critical for assuring the reliability,
efficiency, and security of modern energy systems. However, the class imbalance
problem, in which anomalous patterns account for only a small fraction of the overall
data, presents a significant challenge in effectively identifying such anomalies. This
mismatch frequently causes traditional models to favour the majority class, leading to
poor detection of minority class occurrences, which are typically more operationally

important.

To solve this issue, this thesis developed a deep ensemble model that combines the
complementary strengths of Convolutional Neural Network (CNN) and Bidirectional
Long Short-Term Memory (BiLSTM) architectures. The CNN component was chosen
for its ability to capture local spatial and contextual features in energy consumption
sequences, while the BILSTM was incorporated to model long-range temporal
dependencies in both the past and future. By combining these two architectures, the
ensemble model is capable to learn both local and sequential patterns, which are
critical for correctly spotting subtle and context-dependent anomalies. In addition, the
model incorporates a cost-sensitive learning mechanism that adjusts the loss function
to penalize misclassifications involving the minority class. This strategy ensures that
the learning process remains sensitive to the underrepresented class, effectively
directing the model to discover rare but crucial anomalies while maintaining overall

performance.

The model was carefully evaluated using the SGCC energy consumption dataset. The
findings show that the proposed CNN+BiLSTM ensemble with cost-sensitive learning
consistently outperforms individual baseline models and typical deep learning
approaches in terms of recall, F1-score, and AUC. The ensemble architecture and class
imbalance mitigation method were responsible for the observed performance

improvements, as proven by statistical significance tests at oo = 0.05 and a. = 0.001.

This research addressed the critical challenge of anomaly detection in imbalanced

energy consumption data, where the scarcity of anomalous events poses significant
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challenges for accurate and reliable model training. Building upon the observation that
existing models, including traditional machine learning approaches like SVM and K-
Means, and deep learning models like autoencoders, CNN and LSTM, often struggle
to effectively handle class imbalance, this research aimed to develop and evaluate a

novel deep ensemble learning architecture that effectively addresses this challenge.

The research commenced with a comprehensive literature review, analyzing existing
models and identifying key challenges, such as the limitations of classical machine
learning models in handling imbalanced datasets, the challenges of tuning
hyperparameters in deep learning models, and the need for effective class imbalance
handling techniques. This review highlighted the crucial need for innovative
approaches that can effectively detect anomalies while mitigating the impact of class

imbalance.

Based on the findings of the literature review, a novel deep ensemble learning
architecture was developed. This architecture integrated deep learning models,
specifically BIiLSTM and CNN, to leverage their complementary strengths in
capturing temporal and spatial features within the energy consumption data. To
address the class imbalance challenge, an effective class imbalance handling
technique, cost-sensitive learning, was incorporated into the training process.
Furthermore, a dynamic weighting scheme was implemented to optimize the
ensemble's performance by adjusting the contribution of each base model based on its

performance on a validation set.

The comprehensive evaluation of the developed model, as presented in the previous
chapter, demonstrated its effectiveness in dealing with the problem associated with
anomaly detection in class-imbalanced energy consumption data. The ensemble model
reliably outperformed individual base models, achieving higher performance scores.
Furthermore, the model demonstrated competitive performance compared to cutting-
edge models from the literature, highlighting the effectiveness of the proposed
approach in addressing the class imbalance challenge. Statistical analysis, including
paired t-tests and ANOVA, confirmed the statistical significance of these performance

improvements.

Cost-sensitive learning effectively reduced class imbalance impact, enhancing
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anomaly sensitivity while maintaining high accuracy, highlighting the importance of

addressing this challenge in anomaly detection system development.

In conclusion, this research has successfully developed and evaluated a novel deep
ensemble learning model that effectively addresses the challenges of anomaly
detection in imbalanced energy consumption data. The deep ensemble model offers a
promising approach for improving the accuracy and reliability of anomaly detection
in energy consumption data, enabling more effective energy management and grid

operations.

8.3 Recommendations
Based on the findings and limitations of this study, the following recommendations

are provided for researchers and practitioners:

1. Adoption of Deep Ensemble Architectures
Given their superior performance, practitioners are encouraged to employ
ensemble models that combine both spatial and temporal learning capabilities for

improved anomaly detection in energy systems.

2. Explicit Handling of Class Imbalance
Researchers should consistently incorporate class imbalance mitigation
techniques such as cost-sensitive learning, re-weighted loss functions, or
synthetic data generation to ensure equitable model performance across all

classes.

3. Rigorous Statistical Validation
When comparing multiple models or conducting performance evaluations, it is
recommended to employ rigorous statistical testing—including multiple
significance levels and post hoc analysis—to ensure the robustness of reported

results.

4. Promotion of Open Benchmarking
The creation and sharing of standardized energy anomaly detection datasets
should be prioritized to facilitate reproducibility and benchmarking across

159



studies. Collaboration between academia, utilities, and industry stakeholders is

essential.

5. Ethical and Security Considerations

As energy consumption data may contain sensitive behavioural insights, it is

recommended that models be developed with strong privacy safeguards, ethical

data usage policies, and cybersecurity protections in mind.

8.4 Future Research

A solid basis for future advancements in anomaly detection for energy consumption

data is provided by this study. A few crucial areas need more research:

i. Advanced Class Imbalance Handling Techniques:

a.

Exploring Novel Oversampling Techniques: Investigate the effectiveness of
more advanced oversampling techniques, such as Synthetic Minority Over-
sampling Technique with noise injection, Adaptive Synthetic Sampling
(ADASYN), and generative adversarial networks (GANSs) for generating
synthetic minority class samples that are more representative and diverse.
Evaluating Undersampling Strategies: Explore the impact of different
undersampling strategies, such as NearMiss and Tomek Links, on model
performance, while carefully considering the potential for information loss and
the impact on model generalization.

Hybrid Approaches: Investigate hybrid approaches that combine
oversampling and undersampling techniques to achieve a better balance

between addressing class imbalance and preserving data integrity.

Ii. Integration of External Data Sources:

a.

Incorporate Weather Data: Investigate the impact of incorporating weather
data, for instance wind speed, humidity, and temperature into the anomaly
detection model. Weather conditions significantly influence energy
consumption patterns, and incorporating this information can improve the
model's robustness and accuracy.

Integrate Economic Indicators: Explore the integration of economic
indicators, such as energy prices, economic growth, and consumer confidence
to capture broader social and economic trends that may impact energy

consumption patterns.
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C.

Leverage Smart Grid Data: Investigate the integration of data from smart
grids, such as real-time grid load data, voltage fluctuations, and frequency
variations, to increase the model's ability to detect anomalies and ensure grid

stability.

iii. Explainable Al Techniques:

a.

Develop Explainable Models: Explore the development of explainable Al
(XAI) techniques, including Local Interpretable Model-agnostic Explanations
(LIME) and SHAP (SHapley Additive exPlanations), to provide insights into
the reasoning behind the predictions made by the model. This can enhance user
trust and facilitate effective human-in-the-loop decision-making.

Visualizations and Interpretable Outputs: Develop visualizations and
interpretable outputs to assist users appreciate the model's predictions and

identify the key factors contributing to the detected anomalies.

iv. Real-time Implementation and Deployment:

a.

Develop Real-time Systems: Develop and evaluate real-time implementations
of the proposed model to enable timely anomaly detection and response in
operational environments. This will require optimizing the model for low
latency and high throughput.

Edge Computing: Explore the deployment of the model on edge devices, such
as edge servers and smart meters, to enable decentralized and real-time

anomaly detection at the edge of the network.

v. Advanced Ensemble Methods:

a.

Investigate Novel Ensemble Techniques: Explore the efficacy of more
innovative ensemble methods, such as Bayesian model averaging, stacking,
and boosting to increase the performance and robustness of anomaly detection
models.

Explore Heterogeneous Ensembles: Investigate the probability of
incorporating other machine learning models, such as isolation forests and one-
class support vector machines, into the ensemble to further enhance diversity

and improve overall performance.

vi. Addressing Data Sparsity and Concept Drift:

a.

Develop Techniques for Handling Data Sparsity: Investigate techniques for

handling data sparsity, such as domain adaptation, transfer learning, and data

161



augmentation, to improve the model's performance in scenarios with limited
data availability.

b. Address Concept Drift: Explore techniques for addressing concept drift, that
signifies temporal shifts in the data distribution. This is important for
maintaining the model's effectiveness and accuracy in dynamic environments,

particularly involving time-series data.

The identified areas for future research provide a structured roadmap for advancing
the development of more effective anomaly detection systems in the context of energy
consumption data. By systematically addressing these challenges and exploring the
proposed research directions, future studies can contribute to the creation of more
efficient, reliable, and sustainable energy systems through enhanced anomaly

detection capabilities.
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Appendix 1: Experimental Checklist

ltem

Completed (Yes/No)

Comments

Data Preparation

Data Collection
Data Cleaning
Data preprocessing

Data Splitting

Feature engineering

Feature selection
Feature extraction
Feature dimensionality

reduction

Model Selection and
Training

Model Selection
Hyperparameter Tuning
Cross-Validation

Model Training process

Model Evaluation

Evaluation Metrics (e.g.,
accuracy, precision,
recall, F1-score, AUC-
ROC).
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Appendix 2: Observation Checklist

Item

Completed
(Yes/No)

Comments

Models selected

List of models selected

Training/validation split

Split ratio used

Cross-validation strategy

Details (e.g., k-fold, stratified)

Hyperparameters
identified

Parameters selected for tuning

Hyperparameter tuning
method

Method used (e.g., grid search,

random search)

Training executed

Record any issues orobservations

during training

Evaluation metrics
defined

List of metrics (e.g., accuracy,
precision, recall, F1-score).

Model performance

recorded

Validation results for each model
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